
A Problem with Paradoxes  

 

 

Shoot an arrow toward a target. Wait in amazement as it takes an eternity to arrive. Serve your 

donkey two identical dinners. Watch in disbelief as it starves to death. Decide to prevent a 

nuclear war. Realise to your horror that you must intend to have one. Philosophy is full of 

paradoxes.1 They are one of our subject’s calling cards. They are also part of what makes it a joy. 

But what exactly are they? Given our subject’s methodological self-reflectiveness, existing 

accounts in the contemporary literature are few, far between, and fairly obviously problematic. 

The aim of this paper is to show up the problems and how deep they run. I conclude with a 

puzzle about what paradoxes are.  

 

The following key claims are made long the way: Firstly, many existing views of paradox are 

either obviously under-characterised or entail an implausibly subjective view of the nature of 

paradox. Secondly, even more sophisticated views of paradox are vulnerable to a structural 

problem concerning the plausibility of their premises: the problem of paradoxical involvement. This 

problem is very stubborn indeed. Thirdly, we can usefully distinguish between standard and 

functionalist accounts of paradox: a distinction that is not familiar from the literature. Fourthly, 

though functionalist accounts may look plausible, they will succeed only if standard accounts do. 

 

Before I begin a methodological point is in order. I assume that there is an account of paradox 

to be found and that it is fairly well-behaved. I don’t, for example, discuss ‘family resemblance’ 

views or messy disjunctive views. This assumption may be incorrect. Indeed this paper may be 

 
1 See e.g. Sainsbury (2009) for discussion of some of the classic paradoxes. The three referenced 
above are the paradox of the arrow, the paradox of Buridan’s ass, and – a seriously truncated 
version of – Kavka’s paradox of nuclear deterrence (see Kavka 1987). 



evidence that it is incorrect. Nonetheless, it is my working hypothesis. I invite the reader to share 

it for now and see where they end up. 

 

The structure is as follows. In section 1 I make some initial remarks about why some accounts of 

paradox are ‘too subjective’, others ‘too objective’ and identify some middle-ground. In section 2 

I explain why middle-ground positions are vulnerable to the problem of paradoxical 

involvement. This problem is very stubborn. In section 3 I distinguish between standard and 

functionalist accounts and explain why the latter are no more promising than the former. Section 

4 concludes by posing a puzzle about what paradoxes could possible be. 

 

1. Preliminaries: Between Subjective and Objective 

 

Consider the following first-pass: 

 

This is what I understand by a paradox: an apparently unacceptable conclusion derived by 

apparently acceptable reasoning from apparently acceptable premises. 

Sainsbury 1988: 1 

 

This will likely ring true to many philosophers.2 Think about the paradox of the heap. You have 

a heap of stones. Taking a single one away won’t make it not-a-heap. So you take one away and 

you’ve still got a heap. Continue to do this until you have one stone left. By the above reasoning 

you’ve still got a heap. But this must be false. A single stone isn’t a heap. Isn’t this a case in 

which an apparently unacceptable conclusion is derived from apparently acceptable premises and 

apparently acceptable reasoning? There is a problem. It concerns the use of what we might call a 

 
2 Interestingly, Sainsbury’s is one of the only accounts in the philosophical literature. The other 
notable accounts are from Quine (1962) and Lycan (2010), both which I discuss below. 



subjective qualifier in the account. In the above account it is appearance.3 Appearance qualifies the 

acceptability of the premises, the acceptability of the reasoning and the acceptability of the 

conclusion. This leaves the account incomplete. Things don’t just appear some way or other. 

They always appear that way to someone. So to whom are the appearances that constitute a 

paradox doing their appearing?  

 

Perhaps the obvious answer is that a paradox is always really a paradox-for-a-person and the 

appearances in question are the appearances to that person. So consider the following view, which 

reads ‘paradox’ as elliptical for ‘paradox-for-someone’ in all cases: 

 

(A) For any person, S, a paradox-for-S is an argument with premises that seem to S be true and 

that seem to S entail a conclusion that seems to S be false.4  

 

This is what we might call a strongly subjective account of paradox. It can’t be right. Consider 

Irrational Ian. Ian correctly believes that snow is coloured but he incorrectly believes that for any 

 
3 Compare Quine (1962:84) “A conclusion that at first sounds absurd but that has an argument 
to sustain it.” ‘Sounds’ is playing the role of a subjective qualifier in Quine’s account. Quine does 
not explicitly subjectively qualify the argument that sustains the paradox. Many non-
philosophical accounts also add a subjective qualifier. For example, Wikipedia tells us that a 
paradox, “despite apparently valid reasoning from true premises, leads to a seemingly self-
contradictory or a logically unacceptable conclusion.” (https://en.wikipedia.org/wiki/Paradox) 
4 In addition to making the subject-centred nature of the account explicit, (A) departs from 
Sainsbury in the following respects. Firstly, I have taken paradoxes to be types of argument 
rather than types of conclusion. Secondly, I have focused on truth (or falsity) rather than 
acceptability (or unacceptability) as the relevant property of the argument’s premises and 
conclusion. Thirdly, I have focused on entailment rather than reasoning as the property that 
relates the premises to the conclusion in the argument. My choices here are little more than 
maters of taste. Nothing turns on them in the following discussion; the issues that I develop for 
(A) – and for subsequent views - could equally well be developed for versions of (A) that stick 
more closely to Sainsbury’s terminology. I should also note that that (A) would require 
qualification and supplementation of various sorts of it were to be properly developed, most 
obviously concerning time. Something may seem one way to someone today but a different way 
tomorrow. In paradoxes presumably, the premises must seem true, the reasoning valid and the 
conclusion false all at the same time. I ignore this given that we are focused on other properties of, 
or problems with, (A). 



propositions p and q that are about snow, p and if p then q entails not-q. He therefore finds the 

following argument troubling: 

 

1. Snow is white 

2. If snow is white then snow is coloured. 

3. (1, 2) Snow is not coloured. 

 

This seems to Ian to have true premises that entail and a false conclusion. If (A) were true, we 

would have to say of this argument that it is a paradox for Ian. That would be the end of the story. 

We couldn’t truly whisper afterwards ‘but it’s not really a paradox’; if (A) is right, there’s no such 

thing as ‘really a paradox’ that goes beyond being a paradox for someone. This can’t be right. It 

makes paradoxes far too easy to come by. Not all terrible arguments offered by wildly irrational 

people are bona fide paradoxes. There must be some constraints on the appearances that can 

constitute a real or genuine paradox. That, I submit, is the ordinary view at least. 

 

Perhaps this is too quick. A defender of (A), realising the issue with characters like Ian, might 

say: ‘Ok, on my account it is a paradox for Ian, but we must remember Ian holds false beliefs 

that we don’t and so it’s not a paradox for any of us.’ This would be true but it is important to be 

clear on what this really means. If (A) is the right view of paradox, then the fact that something 

isn’t a paradox for me - or for someone who holds true beliefs rather than false - doesn’t mean it 

is any the less a paradox. It is still a paradox in the only sense that something can be a paradox 

provided that it is a paradox for someone else. So Ian’s ‘paradox’ is a paradox in the only sense 

that something can be a paradox too. This implication of (A) is unsatisfactory. By highlighting 

Ian’s false beliefs and contrasting them with our own true beliefs our imagined defender of (A) is 

still really just trying to whisper ‘it’s not really a paradox’. But (A) doesn’t allow that. 

 



So the correct account of paradox must be ‘less subjective’.5 An extreme alternative would be to 

abandon the subjective qualifier altogether in favour of what we might call a strongly objective 

account: 

 

(B) A paradox is an argument with premises that are true and that do entail a conclusion that 

is false.  

 

This solves the problem of Irrational Ian. If (B) is true, Ian’s ‘paradox’ isn’t a paradox because its 

premises don’t entail its conclusion. Clearly though, (B) is an over-reaction to (A)’s failings. (B) 

entails that there are paradoxes only where there are contradictions. On the assumption that 

there aren’t any (true) contradictions, it would follow that there aren’t any paradoxes. This is 

surely false. There are lots of paradoxes. Philosophy is full of them. So (B) is false.  

 

But wait. I have argued that (B) is false because it would mean that there are paradoxes only 

where there are true contradictions and there aren’t true contradictions. The second premise of 

this argument can be, and has been, denied. Dialethists claim that there are true contradictions.6 

Furthermore, one of their classic arguments for this is that this best explains the classic logical 

paradoxes (or perhaps better: that it follows from those paradoxes).7 So, in the eyes of dialethists 

at least the objection that I have raised to (B) is much too quick. 

 

Does this do enough to salvage (B)? I don’t think so. One reason for this concerns dialethism 

itself. The view is contentious and we should not simply grant it as a premise. Equally, we should 

 
5 One way to do this that I don’t discuss here would be to refer to an epistemic community: to ‘go 
intersubjective’. This kind of approach however will fail the ‘problem of paradoxical 
involvement’, as presented in section 2 below. 
6 For classic presentations and discussions see Priest (2006), Priest, Beall and Armour-Gard 
(2004) and Beall (2009). 
7 See Priest (1979). 



not simply grant as a premise that dialethism explains the classic logical paradoxes.8 I don’t want 

to engage in these debates here. Clearly though, if one thinks that the rejection of the law of 

non-contradiction is unacceptable, then a dialethist resuscitation of (B) is not an option and so it 

would be necessary to look elsewhere for an account of paradox. At the very least then non-

dialethists should read on. I am optimistic however that even dialethists themselves should reject 

(B) and read on too. This is because even if dialethism is true and even if some paradoxes are 

best explained as instances of true contradictions, it is a long-shot to claim that all paradoxes can 

be explained in this way. The dialethist’s strong suit are the classic logical paradoxes – semantic 

and et-theoretic - such as the liar paradox. These are the cases in which it is most plausible that 

what is really going on is an instance of a proposition that is both true and false. But not all 

paradoxes are like this and many are not. 

 

Now we need to be careful here because dialethists are not only smart, they are also greedy. 

Seeing that they have made a strong case for their solution to the logical paradoxes, some have 

tried to argue for dialethist solutions to other paradoxes too; they’ve tried to generalise. So, for 

example, there are dialethist responses to the paradox of the arrow (different from Arrow’s 

paradox!) and to the sorites paradox; responses that countenance genuine contradiction in these 

paradoxes.9 The more successfully they can generalise, the more that (B) may come to look like a 

genuine contender. Now with respect to these other paradoxes (arrow, sorites, etc) and unlike in 

the case of logical paradoxes such as the paradox of the liar, there are many more alternative 

competitor theories. So, to properly support (B), the dialethists would need to show not only 

that they can provide an explanation of these other paradoxes but that their solution is better 

than the alternatives. I am sceptical of this. Let’s just grant them this though. Is there a 

 
8 Like all other ‘solutions’ to these paradoxes it runs into ‘revenge’ problems. See e.g. Restall 
(2004). 
9 See for example chapters 11-14 of Priest (1987) first edition, and chapter 15 of the second 
edition. 



principled argument for claiming that the model of (B)-plus-dialethism couldn’t be sufficient 

across all types of paradox?  

 

A nice example concerns historical paradoxes that rest on substantive premises that we now 

know to be false. Consider a fictitious paradox from the ancient world, the paradox of extended 

space. This paradox is, let’s imagine, commonly found in anthologies of paradoxes (next to 

Zeno’s) and usually attributed to a 5th century mathematician-mystic, Anon. The paradox draws 

the conclusion that nothing is extended. It is an ingenious and remarkably sophisticated 

argument that puzzled philosophers and mathematicians for hundreds of years. One of its key 

premises is that space is uniformly Euclidean. On discovering that space is not uniformly 

Eucildean, the paradox was resolved. Now this is a paradox that there is simply no question of 

being best understood as a true contradiction on the model of (B)-plus-dialethism. There is no 

question of it because we already have the correct resolution and it is not dialethian; it is that 

space is not uniformly Euclidean.  

 

Now a really steadfast dialethist-inspired defender of (B) might try to argue that the paradox of 

extended space is not in fact a paradox: that while it once seemed to be, it never was. I don’t think 

that this is persuasive. We can present our steadfast dialethist with a challenge. Why does he 

think that the paradox of extended space is not a paradox? One option is that he thinks that any 

resolved paradox is not a paradox. Although I reject this view, I have some sympathy with it and 

so would be willing to take it seriously if it were the response given by our steadfast dialethist-

inspired defender of (B). But it can’t be his view. It can’t be his view because his view is that there 

are paradoxes, that they’re contradictions, and that they’re resolved by dialethism. This is simply 

inconsistent with the view that any resolved paradox is not a paradox. So his view must be that 

only the paradoxes that are non-dialethically resolved are not paradoxes. Clearly, though, this is a very 

unhappy solution. It is unmotivated, ad hoc, question-begging and so on. 



 

So I feel happy in concluding that neither (A) nor (B) are right and I would be surprised if 

anyone disagreed. We can continue with the simple view that (A) is ‘too subjective’, (B) is ‘too 

objective’ and that while either could conceivably be offered as a reforming view if we are unable 

to find anything better, neither look like a plausible account of the ordinary view of paradox. For 

that we need something in between (A) and (B): more objective than (A), less objective than (B).  

 

Consider then Lycan’s account, taken from what is, to the best of my knowledge, the only stand-

alone article on the nature of paradox since Quine:10 

 

A paradox is an inconsistent set of propositions each of which is very plausible.  

Lycan 2010: 618. 

 

Lycan’s account is rather different from anything we’ve seen so far. There are three salient 

differences. Firstly, he understands a paradox as a set of propositions rather than as an argument or 

a conclusion. The propositions are comprised of: the premises, the inference rules and the 

negation of the conclusion. Secondly, he understands a paradox as an inconsistent set of 

propositions. Thirdly, he includes an epistemic qualifier: very plausible. Lycan’s real focus is on the 

first of these three points of difference; he is concerned to argue – primarily against Quine - that 

we should think of paradoxes as sets of propositions rather than as arguments or conclusions. 

This is relevant given Lycan’s aim of questioning Quine’s taxonomy of types of paradox as 

antinomy, veridical or falsidical. It isn’t really relevant for our purpose though, which is simply to 

find an appropriate middle-ground between (A) and (B). Much the same is true of Lycan’s 

second point: his reference to inconsistency. This reference is a consequence of Lycan’s view of 

 
10 Setting aside the dialethist discussions of paradox (e.g. Priest 1979) that I discussed above. 



paradoxes as sets of propositions and also cannot help us to find the middle-ground that we’re 

looking for between (A) and (B), nor is it intended to do so. 

 

It is Lycan’s third qualification – that the propositions in question must be very plausible - that 

promises to help us find the middle-ground we’re looking for. Requiring that the premises and 

inferential rules of an argument are very plausible in order for it to count as a paradox asks more 

by way of objectivity than (A), but less than (B). Unlike (A) it explains why Irrational Ian’s 

‘paradox’ isn’t really a paradox: his reasoning isn’t very plausible. Unlike (B) it doesn’t entail that 

paradoxes exist only where there are contradctions (though it is perfectly compatible with some 

paradoxes being instances of true contradictions). This is promising. So let’s see if we can 

develop a plausible account of paradox on this basis. The view would be roughly as follows:  

 

(C) A paradox is an argument with premises that it is very plausible are true and that it is very 

plausible entail a conclusion that it is very plausible is false.11 

 

We now have an account of paradox that is worth taking seriously. The appeal to plausibility 

provides the middle-ground between subjective and objective that we are looking for. Is it 

correct? I don’t think it is. The appeal to plausibility causes as many problems as it solves. I’ll 

develop this at length below.  

 

2. The Problem of Paradoxical Involvement 

 

 
11 I continue here – and in what follows - to speak of paradoxes as types of argument rather than 
pace Lycan as sets of propositions. Nothing in what follows turns on this. The discussion that I 
develop in the remainder of this article could equally well be developed if we think of paradoxes 
as arguments, conclusions of arguments or sets of propositions. Equally, nothing in what follows 
turns on one’s views of Quine’s three-way taxonomy (falsidical, veridical, antiomony). 
 



 

 

The basic issue is that there can be paradoxes that don’t have very plausible premises or don’t 

have very plausible reasoning or don’t have very implausible conclusions. No modification to (C) 

seems to adequately deal with this. 

 

Return to our fictitious paradox from the ancient world, the paradox of extended space. This paradox, 

recall, rests on the premise that space is uniformly Euclidean. Now imagine presenting a 

contemporary cosmologist with this paradox and asking: Is it very plausible that space is 

uniformly Euclidean? One could imagine receiving the following answer: “No, it is not very 

plausible that space is uniformly Euclidean. Quite the contrary. It is completely implausible. 

Massive objects distort space-time. The result is something very much non-Euclidean. We have 

lots of evidence to support this.” It would seem to follow from this and (C) that the paradox of 

extension is not a paradox at all. But this is wrong. We rejected (B) for precisely this reason. So 

we should reject (C) too.  

 

I don’t think that this is such a worry for (C). The view of plausibility appealed to in setting-up 

the above objection is more austere than necessary. There is a perfectly respectable way of 

thinking about plausibility according to which a proposition’s plausibility is indexed to what we 

might call its epistemic context; a context in which only certain information is available to enquirers. 

This helps because indexed to Anon’ epistemic context it may indeed have very plausible that 

space is uniformly Euclidean. Anon differs markedly here from Irrational Ian, whose beliefs are 

not very plausibly true in his epistemic context. This allows us to hold on to (C) (in a way that we 

could not have done with (B)). We must simply add in indices for context to the references to 

plausibility within it. (If this view of plausibility is too lax for some people’s liking, they could 

add in reference to a ‘reasonable person’, claiming that in paradoxes the premises would seem 



very plausible to a reasonable person in a given epistemic context. That space is uniformly Eucildean 

would have seemed plausible to a reasonable person in Anon’s epistemic context. So his paradox 

of extension is a genuine paradox. Again, this contrasts with Irrational Ian). 

 

So our first attempt to develop the core objection to (C) – that the premises in paradoxes aren’t 

always very plausible - failed. The defender of (C) was able to respond to it. But there is a better 

way of developing the objection that is much harder to respond to. It that there can be 

paradoxes in which the premises are not very plausible precisely because they figure in a paradox and 

there entail a highly implausible conclusion. Imagine a paradox that has as its conclusion some 

proposition that is so wildly implausible that we can safely say that we know it to be false, for 

example, that 1=2, that there is no external world, or that all squares are circles.12 And let’s also, 

for ease, just grant that the reasoning that takes us from the premises to the conclusion is valid 

and is known to be so. Let’s assume, furthermore, that there are two premises that take us to this 

conclusion, p1 and p2. In this situation surely we know that the premises are not very plausible. 

This is an objection to (C). It is an objection because if (C) is true, it must follow that our 

putative paradox is not a paradox at all. I take it that while we could accept this conclusion it 

would be less than fully satisfactory. Some of the best paradoxes have roughly this form: spotless 

reasoning and utterly absurd conclusions. If we can avoid saying that they are not paradoxes, 

then we should do so. So here too we should think seriously about rejecting or modifying (C) in 

favour of an alternative.  

 

To be clear then, the worry for (C) that we’re considering takes roughly the following form: 

 
12 The last of these is discussed in Quine (1962, 85) and attributed to De Morgan: Let x=y. 
Square both sides and substitute so that: x2 = xy. Now subtract from each side so that: x2-y2 = 
xy-y2. Now expand so that: (x+y)(x-y) = y(x-y). Divide through by y: x+y = y. Now substitute x 
for y: y+y = y. So y =2y. So 2=1. 

 
 



 

The problem of paradoxical involvement: In some paradoxes the premises are not be plausible 

precisely because if they were true they would entail a clearly wildy false conclusion. This 

means that sometimes the premises of a paradox are not plausible. And this means that 

accounts of paradox like (C) - which claim that the premises of a paradox are plausible - 

fail.  

 

This is the basic problem. How should a defender of (C) – or a similar account – reply? Several 

responses will likely have occurred to the reader already. I shall run through some of them now, 

explaining why they are more problematic than they at first appear.  

 

The first response is that we must distinguish between the premises being individually very 

plausible, and jointly very plausible. When we do this the problem of paradoxical involvement can 

be avoided. Consider: p1 and p2 jointly entail a wildly implausible conclusion. This may indeed 

mean that p1 and p2 are not jointly very plausible. But a paradox should be understood as an 

argument in which the premises are individually very plausible, not jointly so. And the fact that p1 

and p2 are not jointly very plausible does not entail that they are not individually very plausible. So 

the problem of paradoxical involvement is avoided. It is avoided by adopting the following 

disambiguation of (C):  

 

(D) A paradox is an argument with premises each of which is individually very plausibly true 

(though jointly they may not be) and that it is very plausible jointly entail a conclusion 

that is very plausibly false.  

 

This won’t do the job. A preliminary problem – which I shall simply set to one side – is that 

there could conceivably be genuine paradoxes in which the premises are individually not very 



plausible though jointly they are very plausible. This is because sources of evidence can reinforce 

one another; each proposition or set of propositions raising the likelihood that the other is true. 

The real problem however is that we can imagine cases of paradox in which the fact that the 

premises jointly entail the conclusion does suffice to render each premise individually less than 

very plausible. I have in mind cases in which the conclusion is wildly implausible (as conclusions 

of paradoxes often are) and in which that conclusion is established by a small number of 

premises that have roughly equal degrees of plausibility. Imagine, for example, a paradox in 

which the non-existence of the external world is claimed to follow from two major premises, p1 

and p2, where, p1 and p2 appear to have roughly equal degrees of plausibility. This will certainly 

be enough to render p1 and p2 jointly less than very plausible. But it may also be enough to 

render each individually less than very plausible. This would simply be because the total 

plausibility of the pair is near zero and the plausibility of each is equal. The point is fairly 

straightforward. If the probability of a conjunction is near to zero and the probability of each is 

roughly equal, then – assuming that the probabilities are independent for now – neither will can 

have a sufficiently high probability to qualify as very plausible. 

 

I don’t think, then, that (D) is a good response to the problem of paradoxical involvement. Is 

there a better alternative? Perhaps the other obvious option would be to add a qualification to 

(C) according to which, in a paradox, the premises are very plausible aside from the fact that they 

figure in the paradox. This is promising because it seems to allow us to get around the problem of 

paradoxical involvement fairly directly. Consider again a paradox with two premises, p1 and p2 

that entail the wildly implausible conclusion that there is no external world. The problem with 

(C) is that it seems to suggest that this isn’t a paradox because p1 and p2 are not plausible on 

account of their entailing the implausible conclusion. The modification of (C) that we’re 

considering now fixes this by telling us that it’s a paradox if p1 and p2 are plausible setting aside 

their implausible consequence. So just to be clear, we’re considering the following modification of (C): 



 

(E) A paradox is an argument with premises that – aside from the fact that it is very plausible that 

they entail a conclusion that it is very plausible is false – are individually very plausibly true, and 

that – aside from the fact that the premises are very plausibly true and the conclusion very plausibly false 

- it is very plausible entail a conclusion that – aside from the fact that it is very plausibly entailed 

by premises that it is very plausible are true - is very plausibly false.  

 

This is better than (D) but it won’t work either. The issue here is slightly more delicate. It comes 

when we try to get a handle on what exactly it means to ‘set aside’ the information that (E) is 

asking us to. Focus just on the premises. What exactly are we setting aside when we claim that 

they are very plausible setting aside the fact that they very plausibly entail a conclusion that is 

very plausibly false? There are different options. Let’s start with the most minimal option. On 

the most minimal option we are simply setting aside two facts. They are the fact that the 

premises plausibly entail the conclusion, and the fact that the conclusion is very implausible. 

Take the example that we’ve been using above again to illustrate: the argument from p1 and p2 to 

the non-existence of the external world. The minimal option would tell us to set aside only the 

following propositions: 

 

- It is very plausible that p1 and p2 entail there is no external world. 

- It is very plausible that it is not the case that there is no external world. 

 

This won’t do. It is too minimal. It sets aside too little. It sets aside too little because it doesn’t set 

aside all of the evidence for the second of these two claims (i.e. all of the evidence for the 

existence of an external world). So we are not setting aside, for example: 

 

- I have hands 



- There is a table over there 

 

We are also not setting aside conditional claims that make explicit the evidential relation between 

these claims and the existence of an external world; claims such as: 

 

- If I have hands, then there is an external world 

- If there is a table over there, then there is an external world 

- … 

 

Now a defender of the minimal option has run into a problem. All of this evidence for the 

implausibility of the conclusion – the fact that I have hands, that there is a table over there, and 

so on - is still ‘in play’; it is still available to use when thinking about the plausibility of the 

premises. And surely that means the premises aren’t very plausible after all. They’re very 

implausible. Given that I have hands and that there’s a table over there, and given also that the 

fact that I have hands and that there’s a able over there entail that there is an external world, and 

given that p1 and p2 jointly entail that there isn’t an external world, how plausible are p1 and p2 ? 

Not very! So on the minimal reading the premises are implausible. So on the minimal reading, 

(E) would tell us that the argument from p1 and p2 to the denial of the external world is not a 

paradox. But it is a paradox. It’s exactly what a classic paradox is like. So the minimal reading of 

(E) can’t be the one to go for. 

 

You might think though that there is an easy solution available here. We should hold on to (E) 

but abandon the minimal reading. We should work with a less minimal reading of what needs to 

be ‘set aside’. If we can do this, the problem will be resolved and (E) will succeed. That’s a 

reasonable thought. So let’s try it. The question is: what information should be set aside? Focus 

just on the premises again. There is an obvious option. It is that we should set aside not only the 



fact that the premises plausibly entail a very implausible conclusion, but also the background 

evidence for this very implausible conclusion. After all, the failure to set this aside was clearly 

where the previous proposal – (E) plus the minimal reading – went wrong. So let’s couple (E) 

with what we can call the maximal reading according to which we set aside all of the evidence too. 

Again, focusing just on the premises, the idea would be that in a paradox, the premises are very 

plausible setting aside the fact that they very plausibly entail a conclusion that is very plausibly false, and setting 

aside the evidence for this entailment and for the falsity of the conclusion.  

 

Is this any better? One might think so. Continuing with the example we used earlier we now set 

to one side not only: 

 

- It is very plausible that p1 and p2 entail there is no external world. 

- It is very plausible that it is not the case that there is no external world. 

 

But we also set aside the evidence for these claims. For example, we set aside: 

 

- I have hands 

- There is a table over there 

 

Unfortunately the maximal reading can’t be right either. It can’t be right because it sets aside too 

much. Why? If we set aside all of this evidence we will have set aside so much of our ordinary 

thought that we will precious little evidence left for the premises themselves. We will have set 

aside so much that the premises themselves will no longer be plausible. So the maximal reading 

won’t allow us to say that the argument from p1 and p2 to the denial of the external world is a 

paradox either. But it is a paradox. So the maximal reading of (E) is no better than the minimal 

reading. 



 

It might be worth using another, slightly less extreme, example to make this point stand out. 

Consider Fermi’s paradox.13 The paradox is that the size and age of the universe, the widespread 

distribution of planets within it and the conditions for the emergence of life on those planets 

predict a lot of intelligent life in the universe and a sufficient degree and spread of this life that 

we should, by now, have encountered some evidence of it. But we have never seen evidence of 

intelligent life and our searches for it have revealed nothing. Hence the paradox. We can think of 

this as a paradox – on the basic model of (C) - in the following way: a seemingly valid argument 

for the highly implausible conclusion that it is highly likely that we have encountered alien life in 

the universe. Now a defender of (E) will tell us that our claims about the plausibility of the 

premises and the reasoning and the implausibility of the conclusion should set aside relevant 

information. And a defender of the maximal interpretation of this will tell us that the relevant 

information is all of the evidence. So Fermi’s paradox should be read as stating that the premises are 

true setting aside all of the evidence that the conclusion is implausible. But think how much this 

asks us to set to one side. All of the evidence that the conclusion is false includes a vast amount 

of information gleaned from SETI programs and telescopic searches of this and neighbouring 

galaxies; searches that reveal the silencium universi. But much of this is the very same information 

that makes us confident that the universe is brimming with planetary star systems. That is to say, 

it is the very same information that is needed to support the premises of Fermi’s paradox in the 

first place. So by setting this information to one side, we may end up setting aside so much as to 

render the premises no longer plausible. 

 

So (E) faces a problem. The minimal reading is too minimal and the maximal reading is too 

maximal. If (E) is to work there must be a goldilocks reading; some perfect middle-ground of 

 
13 The best discussion – and one that is a good deal for subtle than mine - is Cirkovic 2018. 



information that we can set to one side that allows premises and reasoning to be plausible, yet 

also allows the conclusion to be implausible. The issue is that it is hard to find principled ground 

for thinking there is such goldilocksesque middle-ground. The case of the Fermi paradox above 

is a nice illustration of this. Here, it looks very much like some of the information that you 

would simply have to set to one side when assessing the plausibility of the premises if they are in 

fact to be plausible (i.e. the results of existing searches for extra-terrestrial life outside of the solar 

system). More generally – if you don’t like this example – I cannot see any principled reason why 

there couldn’t be a genuine paradox that consists of premises p1 & p2, a conclusion, c, and some 

evidence, e, without which c would not be implausible but which is such that: if we set aside e 

then either or both of p1 & p2 would less than plausible. This is perfectly conceivable. So it is a 

prima facie challenge to the existence of any goldilocksesque middle-ground; it suggests that 

there is evidence that both would need to be set to one side and would need to not be set to one 

side if we were to have a paradox. 

 

So neither (E) nor (D) work. We haven’t been able to find a satisfactory modification of (C) that 

can deal with the problem of paradoxical involvement. Where should we go from here? Should 

we persist with alternative modifications on (C)? It is easy to imagine ourselves going round in 

the same hopeless circles indefinitely. Perhaps we would be better advised to switch to explore a 

different kind of view of what paradoxes are.  

 

3. Functionalist Accounts 

 

Accounts like (C), (D) and (E) are what we might call ‘standard’ accounts of paradox. They 

understand paradoxes as arguments with a particular kind of internal property. Perhaps this is a 

bad way to think. Perhaps paradoxes are not, or at least are not essentially, arguments with a 

particular kind of internal property. Perhaps they’re arguments that have a particular kind of effect. 



What I have in mind is to understand paradoxes in functionalist terms; in terms of what they do 

rather than what their internal properties are. According to this kind of account a paradox is an 

argument that gets us – or should get us – to think in some way, or to revise our thought in 

some way. 

 

This kind of option is surely worth taking seriously. Interestingly though, it has not to the best of 

my knowledge been discussed in the literature; indeed the contrast between standard and 

functionalist accounts has not even been drawn (in this or any other terminology). This is 

surprising in part because there is no doubt that paradoxes do play an important role in the 

development of thought and this is surely one reason – if not the main reason – that they play 

such a significant role in our subject. It is also surprising because paradoxes are frequently 

lumped together with puzzles either as courses (‘paradoxes and puzzles 101’) or books (‘Puzzles, 

Paradoxes and Mind-Benders’). This speaks in favour a functionalist account because when it 

comes to puzzles a functionalist account arguably is the obvious place to look: what it is to be a 

puzzle is to be the kind of thing that makes us react in a certain way. So let’s consider whether a 

functionalist account of paradoxes might be right. 

 

According to a very naïve version of the functionalist view a paradox is the kind of argument 

that puzzles someone. Now this is obviously too naïve for several reasons. We’d need to know 

who it puzzles; that it puzzles Irrational Ian, for example, doesn’t mean that it is a paradox. 

Equally, we’d need to know why it puzzles. Imagine that an argument puzzles us because it is 

written in a peculiar way so that it causes an optical illusion; perhaps its premises climb up, 

Escher-like, to a conclusion that appears to be below them. This isn’t a paradox. So we need 

something less naïve. We might start with the view that a paradox is an argument that requires a 

reasonable person to reject either a premise, the reasoning or the negation of the conclusion. 

This is a functionalist account: it understands a paradox as something that requires someone to 



do something. It also deals with both Irrational Ian and with optical illusions. Irrational Ian isn’t 

a reasonable person – or at least isn’t behaving that way when it comes to thinking about snow - 

and arguments represented as optical illusions don’t require one to choose between premises, 

reasoning or conclusion. Still, as it stands, it won’t do. Suppose an evil demon presents you with 

a seemingly sound argument and tells you that he will destroy the world unless you reject a 

premise, the reasoning or the negation of the conclusion. Presumably you are now required to do 

just this. The above account tells us that this is a paradox. This is clearly wrong. The demon has 

presented you with a bizarre and unkind challenge, not a paradox.  

 

Consider, then, the following modification of the above account. A paradox is an argument that 

requires a reasonable person to reject either a premise, the reasoning or the negation of the 

conclusion on epistemic grounds. This is much better. It avoids the problem with the demon 

because the grounds on which the demon forced you to choose between premises, reasoning 

and conclusion were practical, not epistemic. This is promising. Clearly though, it is also pretty 

skeletal. The ‘on epistemic grounds’ qualifier is really just a placeholder for a more substantive 

account; we’d need to know what the referenced ‘epistemic grounds’ actually are. The obvious 

option is to understand them in terms of consistency, the thought being that in a paradox one is 

required to choose between premises, reasoning and conclusion on pain of inconsistency. So the 

view we would be working with is: 

 

(F) A paradox is an argument that requires a reasonable person to reject either a premise, the 

reasoning or the negation of the conclusion, because failure to do so would entail 

inconsistent commitments. 

 

This is the first functionalist account of paradox worth taking seriously. I don’t think, however, 

that it will work. There are several reasons for this. A preliminary reason is that it over-generates 



paradoxes. There can be arguments that aren’t paradoxes but which are nevertheless such that 

reasonable people are required on grounds of consistency to reject either the premises, the 

reasoning or the negation of the conclusion. Consider any old argument of the form: p, if p then 

q, not-q. I’m required on grounds of consistency to reject either the premises, the reasoning or 

the negation of the conclusion. But it doesn’t follow that this is a paradox. Whether it is depends 

on the contents of ‘p’ and ‘q’. They may be false in such a way that we would have a common-

or-garden unsound argument rather than a paradox.  

 

A second, perhaps more interesting reason is that there may be paradoxes that don’t require one 

to reject anything on pain of inconsistency. Consider the Fermi paradox again, only this time a 

slightly more sophisticated presentation. This version is cast in probabilistic terms. It consists of an 

argument for the explicitly probabilistic conclusion that: given what we know about the spatial 

and temporal distribution of planets in the universe and the conditions for the origin and 

development of life, the probability that we should have seen some evidence of extra-terrestrial 

life is very high. This is usually thought to be a paradox because: given our direct earthbound 

observations (SETI, etc), the probability that we have seen some evidence of extra-terrestrial life 

is very low.  

 

Let’s express this more carefully using the standard notation ‘p(h|e)’ to denote conditional 

probabilities; the probability of an hypothesis given some background evidence. The Fermi 

paradox can really be understood as a set of propositions about astronomical and biological 

matters that imply – or seem to imply - the following conclusion: 

 

- p(seen evidence of aliens|background scientific knowledge) is very high 

 

The argument for this conclusion is then understood to be paradoxical because: 



 

- p(seen evidence of aliens|direct earthbound observation) is very low. 

 

This is a problem for (F) because this paradox is one in which we are not – or at least not 

obviously - required on pain of inconsistency to give up any of our claims. This is because the two 

propositions above are perfectly consistent. It may be true that given our background scientific 

knowledge, the probability that we have seen evidence of aliens is very high. And it may 

simultaneously be the case that given our direct earthbound observations, the probability that we have 

seen evidence of aliens is very low. These could both be simultaneously true. Nevertheless, this is 

a paradox, and a well-known and much-discussed one at that. The issue is somewhat more 

general. For any argument that implies a conclusion of the form ‘p(h|e1) is high’, consistency alone 

does not require one to reject ‘p(h|e2) is low’. This is because both ‘p(h|e1) is high’ and ‘p(h|e2) 

is low’ can simultaneously be true where e1 and e2 are not the same.  

 

Of course, there are moves that a defender of (F) could make here. She could try to argue that if 

this is a genuine paradox, there must be some inconsistency lurking in the background evidence 

(e1 and e2). Or she could try to modify (F) to a different functionalist account on which the 

‘epistemic grounds’ that require one to revise one’s views are not limited to inconsistency 

(perhaps they include some appropriate probabilistic analogue). In either case, it’s very much on 

her. Rather than pursuing these options in more detail let me make a general sceptical point 

about functionalist accounts that emerges from some of the foregoing remarks. 

 

Functionalist accounts try to tell us what paradoxes are in terms of what they do. If they’re to 

stand a chance, they’re going to have to be quite fine-grained about what it is that they do. They 

can’t just say ‘paradoxes are the kind of thing that require you to revise your beliefs’. There are 

too many things that aren’t paradoxes that also require this (and possibly some paradoxes that 



don’t require this). My worry with functionalist accounts is that in order to get this fineness of 

grain, they are going to have to grapple with exactly the same problems facing standard accounts 

– like (C), (D) and (E) – discussed above. They’re going to have to end up telling us that a 

paradox is an argument in which one is required to do something, in light of something else, 

only if something else, setting aside something else… In filling out the function that paradoxes 

perform with a sufficient fineness of grain to make the account capture all and only paradoxes, 

we’re effectively going to have to build in all of the same materials that the standard accounts we 

discussed earlier tried to, and with all of the same issues arising. That’s the worry at least. We can 

put it slightly more precisely like this: 

 

The functionalist problem: The only way to individuate the ‘function’ that is criterial of paradox 

with sufficient fineness of grain to capture all and only paradoxes is to do so in terms of the 

internal properties of the paradoxical argument that give rise to the characteristic effect or 

function. This means that we can identify a satisfactory functional account iff we can identify 

a satisfactory standard account. 

 

Now admittedly more would be need to prove this. But I take it that the basic worry is both clear 

enough and reasonable enough to be worth taking seriously. 

 

4.  A Problem about Paradoxes 

 

We now have the beginnings of a problem. Standard accounts of paradox are vulnerable to the 

problem of paradoxical involvement. I can’t see a good way around it. This invites us to consider 

the obvious alternative: functionalism. I have suggested however that the alternatives won’t 

succeed unless essentialist accounts succeed – which I’ve just argued they don’t. So it’s simply 

not obvious what paradoxes are. The problem worsens if we think that standard and 



functionalist accounts come close to exhausting the conceptual space. Standard accounts 

understand paradoxes in terms of their internal properties. Functionalist accounts understand 

paradoxes in terms of their external properties. What other options could there be? The result is 

a problem about paradoxes. We don’t really know what they are. That’s not a paradox itself but it is 

something worth puzzling over. 
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