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A New Foundational Puzzle in the Axiology of Desert 

 

Abstract: Desert is a basic variable of outcomes in axiology. We can therefore ask how the 

distribution of desert in an outcome determines its value. This is a foundational question in 

axiology. Consider two answers. According to the first, it is good if people get what they 

deserve. According to the second, it is neutral if people get what they deserve but bad if they 

do not. I motivate the importance of this distinction and offer three arguments that could 

allow us to choose between the competing views. None succeed. The result is a new puzzle in 

the axiology of desert. Along the way I develop some new and interesting tools in the 

axiology of desert, including a new approach to a population axiology of desert via the use of  a 

modified form of Shelly Kagan’s ‘desert graphs’. 

 

Axiology studies the evaluative properties of outcomes. The aim – or at least an aim – is to 

produce a theory that tells us what determines what makes one outcome better or worse than 

another. This is one of the core tasks in moral philosophy. Much of the best work in axiology 

has focused on welfare; axiologists have asked what makes one outcome better than another when 

the key variable is the distribution of welfare over a population. But there are other variables too. 

One of the most important is desert; we can ask how the evaluative properties of outcomes are 

determined by whether people in those outcomes have got what they deserve. This is another 

key question in axiology and so in moral philosophy. 

 

In answering this question we face a number of choice-points. The first is whether desert is the 

kind of thing that matters intrinsically or only instrumentally. Many people, myself included, 
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think it matters intrinsically. 1 Suppose that is correct. How should we proceed? An obvious 

second choice-point is given by the following simple question. Supposing desert to be 

intrinsically valuable, is it is good if people get what they deserve, or is it merely bad if they do not? 

Despite the fact that this is an obvious and important choice-point in the development of an 

axiology it has been curiously neglected. There is almost no work on it. Indeed the only 

discussion that I am aware of is a brief remark in Shelly Kagan’s The Geometry of Desert in which 

he remarks that “finding a compelling argument on this matter is far more difficult than one 

might suspect”. 2 Nevertheless, it is extremely important and – as Kagan subsequently notes – 

there is no reason to assume that any answer cannot be found. My aim in this article is to 

attempt to find that answer and so to take another step down the road to a workable axiology. 

 

I should admit from the start that I fail; Kagan is right that finding a compelling argument is 

remarkably difficult. That in itself is curious. Nevertheless I hope to (a) motivate the question 

and its importance, (b) show that the obvious attempts to provide an answer fail and (c), along 

the way develop some new and interesting tools for axiology of desert including a new approach 

to the population axiology of desert via a modified version of Kagan’s ‘desert graphs’. 

 

Of course, my failure is not ideal. It would be preferable to offer a decisive answer but as I 

cannot claim to do that, instead -and in the best traditions of axiology; I have in mind Parfit’s 

unsuccessful search for Theory X – I present my results as a new foundational puzzle in axiology 

and an invitation to others to either find the compelling argument that I cannot, or to explain 

why there is none to be found. 

 

 
1 Following Feinberg 1974, Feldman 1995a, 1995b, and Kagan 2012. 
2 Kagan briefly considers it (2012, 148).  
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1. Two Views 

 

In the introduction to his recent study of the morality of war, Killing in War, Jeff McMahan 

writes: 

 

“Giving [a person] what he deserves is an end in itself. Although a deserved harm is bad for 

the person who suffers it, it is, from an impersonal point of view, intrinsically good.” (2009, 

8) 

 

His quotation makes two points. The first is that desert matters intrinsically. The second is that it 

is good if people get what they deserve. It is natural to move from the first of these to the 

second. But the first does not entail the second. Consider the following alternative. It is neither 

good nor bad if someone gets what they deserve – it is merely neutral - but it is bad if they do 

not. This view is easily motivated. Suppose a student takes a test and gets every question right. 

He is subsequently awarded full marks. Is this award a good thing? No. It’s neither good not bad. 

It’s exactly how things should be given the student’s performance. But if the student had been 

awarded less than full marks, that would be other than how things should be, and so would be 

bad in some way.  

 

I’ll have more to say about this simple case later. But for now we are simply trying to get a 

handle on the competing views. We can express them as follows: 

 

The positive view: Desert matters intrinsically in the following sense: when people get what they 

deserve this is intrinsically good (in one respect). 
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The negative view: Desert matters intrinsically in the following sense: when people get what they 

deserve this is neutral, but when they do not it is intrinsically bad (in one respect). 

 

One might wonder whether this is a mere ‘distinction without a difference’. After all, for any set 

of specified outcomes, the positive and negative views are both compatible with the very same 

ordinal ranking for that set of outcomes and the very same intervals between them. They are 

isomorphic (in this way). So what’s the difference? The answer is that they locate outcomes in 

different places relative to evaluative ‘true zero’; they assign outcomes different locations on a 

ratio scale (not an interval scale). More philosophically put, they differ in the absolute values that 

they assign to outcomes. Consider the following two examples that show the difference and its 

practical importance. 

 

Ivan: Ivan is dying. He reflects on his past life. ‘Was I a good person? Did I live as I should 

have?’ 

 

Ivan’s reflections on his life may differ depending on whether he accepts the negative view or 

positive view. If he accepts the former, he will think that all of those occasions on which he 

failed to give others what they deserved (when it was within his power to do so) as having made 

the world not only worse than it might have been, but bad. He will judge himself harshly for this. 

If, on the other hand, he accepts the positive view, he will likely regard some or all of the very 

same occasions more favourably; he will regard them as occasions on which he made the world a 

better place, albeit perhaps to a lesser degree than he could have done. So his reflections on his 

life and character may look very different. 

 

Joe: Joe is a government official, elected as ‘a safe pair of hands’ following his somewhat 

cavalier predecessor. Joe’s conscience tells him that his guiding principle should be to avoid 
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bad things happening where possible. Now suppose that Joe is considering whether to 

implement a certain policy. This policy has some undoubted up-sides but it will also make a 

significant number of people get less than they deserve. How will he appraise it?  

 

That may well depend on whether Joe accepts the negative view or the positive view. If he 

accepts the former, he will think that outcomes in which people don’t get what they deserve are 

bad. So he may well be inclined to avoid the policy. If he accepts the positive view however, he 

may think the very same outcomes are good, just sub-optimally. So he may well be less inclined 

to steer clear of the policy.3 

 

These examples show the choice between the negative view and the positive view to be a real 

one. It is not a mere distinction without difference. Axiologists must choose which is correct. 

Otherwise their axiology is radically under-determined. 

 

By making us choose in this way – between positive and negative - I am making assumptions 

that are common ground between these two views. Firstly, I am assuming we can – that it is 

sensible to - think about desert in axiological terms.4 Secondly, I am assuming desert matters 

intrinsically. This rules out the view that desert is only instrumentally valuable5 as well as the view 

that desert matters only insofar as it serves to ‘adjust’ the value of welfare.6 Thirdly, I am 

focusing on moral desert. This is the type of desert that concerns the welfare that a person 

 
3 One might think this case better described as dealing with economic desert – or even justice - 
than (my focus) moral desert.  
4 For useful discussion see Kagan (2012, 627). 
5 Scepticism about the intrinsic value of desert has several distinct sources. See Parfit (2011, vol. 
1, 264) and (2011, vol. 1, 409). 
6 Desert-adjusted welfarism is the view that evaluative properties are a function of both welfare-levels 
and desert properties jointly, rather than functions of each individually; the values of desert and of 
welfare are not, on this kind of view, separable. For critical discussion see Bradford Skow’s (2014), 
review of Kagan (2012). 
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deserves given the moral status of their life or character. 7 Although this is my focus, I shall use 

some examples of non-moral desert along the way where this non-misleadingly makes my basic 

point stand out more clearly. Fourthly, I am assuming there are facts about ‘absolute’ and not 

merely ‘comparative’ desert.8 Fifthly, I am assuming desert has what Hurka refers to as an 

‘optimality structure’.9 By this I mean that outcomes are – with respect to desert at least – 

optimal when people get what they deserve and suboptimal when they get either less or more than 

they deserve. Sixthly, I am avoiding further assumptions about desert’s structure; whether desert 

is correctly modelled by what Kagan has termed ‘bell motion’, whether there is a lower limit to 

how bad an outcome can be with respect to desert, whether the rate at which an outcome 

improves or worsens with respect to desert is constant or not (e.g. whether desert is curved or 

linear), and so on. Seventhly, I am effectively assuming that the positive and the negative views 

are exhaustive, though they are not. There are a range of hybrid alternatives between positive 

and negative that I do not discuss here (as they are, I think, less attractive). I do not defend these 

seven assumptions. If you disagree with one or more of them, please read the remainder of the 

article as arguing on an hypothesis.  

 

We now turn to the arguments. Which is preferable - the negative view or the positive view? I 

confess to finding myself initially attracted to the negative view so I attempt to state the 

arguments for this view. I develop three. As noted above, none succeed. I return to what this 

means in conclusion.  

 

 
7 The importance of properly distinguishing between kinds of desert is clear in (e.g.) work on the 
relationship between desert and justice. For influential discussion see e.g. Scheffler (2003). See 
e.g. Kagan (2012, 11-12) and Kershnar (2010) for defence of the ‘whole life’ view. 
8 One could supplement a non-comparative account with a comparative account (e.g. Feinberg 
1974, Kagan 2012). 
9 See e.g. Hurka 2003, 46. 
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1. First Argument: From Complaint and Aggrievement  

 

Suppose that a student, having answered every question on the test correctly, is awarded 70/100. 

He could legitimately complain that he has not been awarded the score that he should have been; 

he should have been awarded 100/100. This is the basis for an argument for the negative view. If 

someone deserves something, then, all else equal, they should get that thing. If someone doesn’t 

get what they should, that’s a bad thing. So if someone doesn’t get what they deserve, that’s, all 

else equal, a bad thing. The negative view entails this but the positive view doesn’t. So the 

negative view is true and the positive view isn’t. 

 

This argument is weak. Suppose I have just made a fabulous turnip stew for dinner. It is a 

triumph. Nevertheless, on tasting it, my first thought is ‘I should have used more pepper’. What 

I am conveying here is that the turnip soup is suboptimal, not that it is bad. Similarly with the 

student. If he is awarded something less than 100/100 it is true that he has not been awarded 

what he should have been. But it does not follow that the award is bad. It may just be 

suboptimal. So the argument for the negative view fails. The false premise is: it’s bad in some 

way if someone doesn’t get what they should. If there’s an argument here, it must rest on a more 

refined premise than this. 

 

Perhaps the contentious premise should be expressed in terms of something like an entitlement or 

a right rather than in terms of what should be awarded. The student who answered every question 

correctly on the test was entitled to be awarded 100/100. This allows for a better argument for the 

negative view. If someone doesn’t get what they are entitled to get, that’s bad in at least one 

respect. If someone deserves something, then they are entitled to get that thing. So if someone 

doesn’t get what they deserve, that’s bad in at least one respect. The negative view entails this but 
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the positive view doesn’t. So the negative view is true and the positive view isn’t. We can 

represent it as follows: 

 

1. If someone doesn’t get what they are entitled to, that’s bad in at least one respect. 

2. If someone deserves something, then they are entitled to that thing. 

3. (1, 2) If someone doesn’t get what they deserve, that’s bad in at least one respect. 

4. Only the negative view entails 3. 

5. (3, 4) The negative view is true. 

 

This is a better argument. Is it good enough? I shall simply set to one side a preliminary worry 

with the first premise. One might worry that this premise is question-begging; aren’t ‘deserve’ 

‘entitled to’ just synonyms? This worry is misplaced. Deserving and being entitled to are 

conceptually distinct. People can be entitled to things though they don’t deserve. The real worry 

is with the second premise. According to this premise, if someone deserves something, then, all 

else equal, they are entitled to get that thing. We can come up with counter-examples. Gill is a 

farmer and gardener. She has worked very hard for many years to produce enough to eat, 

exercising great virtues in so doing. A freak storm that she could not have predicted destroys it 

all. She is left with nothing. As Gill looks on distraught she – or we - might truly say that she did 

not deserve this. Yet it would be false to say that she was entitled to the fruits of her labour that 

were destroyed by the storm. That’s simply not the proper domain of entitlements. So we have a 

counter-example to the second premise: Gill did not deserve something, but she did not have an 

entitlement to it either.  

 

A defender of the negative view can modify the argument and regroup. One option would be to 

think in terms of the attitudes that are appropriate in cases in which people don’t get what they 

deserve. In introducing the simple non-moral case of a student above, I said: ‘Suppose that a 
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student, having answered every question on the test correctly, is awarded 70/100. He could 

legitimately complain that he has not been awarded the score that he should have been.’ I rather 

passed over the word ‘complain’ in my subsequent interpretation. But perhaps this is key. Our 

student can legitimately complain. This supports the negative view over the positive view. It does 

so because complaints are the kinds of thing that are legitimate only where some bad has 

occurred. The argument that we are dealing with, then, is as follows: 

 

1. If it is legitimate to complain about one’s having not got what one deserves, then it must 

be bad in some way that one has failed to get what one deserves. 

2. If one fails to get what one deserves, then it is legitimate to complain about that. 

3. (1, 2) If one fails to get what one deserves, it is bad in some way. 

4. Only the negative view entails this. 

5. (3, 4) The negative view is true. 

 

We have shifted from an entitlement-based approach (which failed) to an attitude-based 

approach. Does it fare any better? I am not sure it does. The case of Gill is still problematic. Just 

as Gill doesn’t have an entitlement to the fruits of her labour, so she doesn’t have a legitimate 

complaint that she does not receive them. Complaints, like entitlements, are properly addressed 

to some person, group or institution. And in cases like Gill’s, there is nothing to play that role.  

 

Perhaps at this point a defender of the negative view could appeal to a different reactive attitude: 

aggrievement. While Gill doesn’t have a complaint because there is no one to whom the complaint 

could be addressed, she can legitimately feel aggrieved at her fate. And crucially, she can do so 

without there needing to be anyone for her to feel aggrieved at. So the argument that a defender 

of the negative view is proposing is this: 
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1. If it is legitimate to feel aggrieved about one’s having not got what one deserves, then it 

must be bad in some way that one has failed to get what one deserves. 

2. If one fails to get what one deserves, then it is legitimate to feel aggrieved about that. 

3. (1, 2) If one fails to get what one deserves, it is bad in some way. 

4. Only the negative view entails this. 

5. (3, 4) The negative view is true. 

 

This looks like the best form of the argument for the negative view yet. Unfortunately, it does 

not succeed. A preliminary problem is a result of the fact that we have only been considering 

cases in which people get less than they deserve. People can also get more than they deserve. Yet 

they do not typically feel legitimately aggrieved when they prosper disproportionately in this way. 

For what it’s worth, I don’t think this objection is too worrying. A defender of the negative view 

could reasonably make the case either that the aggrievement in question is legitimate (it is just 

unusual), or that it need not be felt by the fortunate person who receives too much. A more 

serious problem concerns premise two. It is really unclear – to me at least – whether if someone 

gets less than they deserve, they are thereby warranted in feeling aggrieved about it. This will 

depend on how much one gets. There are two kinds of case that pose problems. The first is a case 

in which someone of enormous virtue, Saint, (thereby) deserves enormous welfare but receives 

marginally less than this deserved level. As such, they live a life of almost-enormous welfare. The 

second is a case in which someone of dreadful vice, Sinner, (thereby) deserves very low welfare 

and receives marginally less than this. As such, they live a life of just-lower-than-very-low 

welfare. 

 

Are these cases in which aggrievement at one’s welfare level would be legitimate? I find it very 

hard to say - or at the very least, I find it very hard to make a case that could persuade a defender 

of the positive view. In the first kind of case, a defender of the positive view will claim, it would 
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seem churlish of Saint to feel aggrieved. His is a life of enormous welfare that is only marginally 

out of step with what he deserves. We should be pleased with this outcome, albeit less than we 

ideally would, had Saint been given optimal desert. Aggrievement would be a gross over-

reaction. Similarly, perhaps, for the second case. Sinner deserves a very low level of welfare given 

his life of vice. We should be pleased, in one respect at least, that he has received approximately 

this level. Again, aggrievement would be the wrong reaction. 

 

Where does this leave us? The line of argument that we have been developing over the course of 

this section does not seem to have succeeded. It’s failure does now show that the negative view 

is false or that the positive view is better. But it does not vindicate the negative view either. Let’s 

try a different line of argument altogether.  

 

2. Second and Third Arguments: The Ethics of Procreation and Population 

 

In this section I attempt to develop arguments for the negative view by drawing on familiar 

issues in the axiology and ethics of procreation and population. These ‘familiar issues’ are 

typically framed in the literature as problems for certain views of welfare-based axiologies. I show 

that analogues of these problems can be devised for desert-based axiologies too and ask whether – 

as one might initially suspect - the negative view can solve them.  

 

3.1 The Asymmetry 

 

Many of us have asymmetric intuitions about the morality of creating life depending on whether 

that life is good or bad. The classic asymmetric intuition is that while one ought not to bring a 
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person into existence if they will have a bad life, it is not the case that if someone would lead a 

good life, one therefore ought to bring them into existence. This is puzzling.10  

 

We can come up with a similar issue in the context of desert. Suppose that if we brought Ann 

into existence she would get what she deserves in life but that if we brought Bob into existence 

he would not get anything close to what he deserves in life. Suppose furthermore that the positive 

view of desert is correct. It would seem to follow that it would be good in one respect if we 

brought Ann into existence but bad in one respect if we brought Bob into existence. So, all else 

equal, we ought to create Ann but not create Bob. We now have a familiar problem. The 

problem is that this result – create Ann, don’t create Bob – is an uneasy fit with our intuitions. 

For those intuitions are asymmetric; they tell us that while it may indeed be the case that creating 

someone who, like Bob, gets nothing like what they deserve is something we ought not to do, it 

is not the case that we ought to create people just because, like Ann, they would get what they 

deserve.  

 

We have just generated a desert-based version of the asymmetry problem. If we adopt the 

negative view, we resolve it easily. To see this, note that the presentation of the desert-based 

asymmetry relies on the premise – entailed by the positive view - that Ann’s getting what she 

deserves is good in one respect. If the negative view is true, however, then this is false. If the 

negative view is true, then Ann’s getting what they deserve is only neutral. So the negative view 

doesn’t entail that we ought, all else equal, to create Ann. The negative view would still entail, 

however, that we ought, all else equal, not to create Bob.  

 

 
10 The classic presentation is Jeff McMahan (1981). 
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This is a nice argument for the negative view. I don’t think however that it really works.  There 

are several problems. One preliminary problem is that there are extant ‘solutions’ to the problem 

of the asymmetry (in the context of welfare).11 I have simply ignored them. Given that they exist 

though we should really consider them – and their application to the desert-based version of the 

problem – before concluding that the negative view is preferable to the positive view. But let’s 

just ignore this. The real problem is that the intuition of asymmetry is not as strong when applied 

to desert as it is when applied to welfare. It is really quite plausible that, all else equal, if someone 

would have a bad life, we ought not to bring them into existence. I am less convinced however 

that if someone would have a life in which they get other than they deserve, we ought, all else 

equal, not to create them. Suppose that if we created Jimbo he would have an undeservedly 

wonderful life. Does this provide us with a reason to not create him? I have no strong intuitions 

here. And we can actually strengthen this point into an argument against the negative view. 

Suppose that the negative view is true. It would follow that any life in which someone gets other 

than exactly what they deserve is in one respect bad. Now presumably pretty much nobody gets 

exactly what they deserve. It follows that creating just about anyone makes things worse, in at 

least one respect. So, all else equal, we ought not to create anyone. That is not true. So the 

negative view is false. The positive view of course doesn’t face this problem. If the positive view 

is true, then lives that don’t get exactly what they deserve aren’t thereby bad. They may still be 

good. They’re just not optimal. 

 

It seems then that the consideration of the asymmetry doesn’t push us very strongly toward the 

negative view. Might it even push us away from the negative view and toward the positive view? I 

think this would be an over-reaction. Consideration of the asymmetry doesn’t really push us very 

strongly in either direction. The positive view does still entail – implausibly to my mind – that 

 
11 See Roberts (2011a) for discussion of her ‘variabilist’ solution. 
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one ought to create people if they’ll get what they deserve. That’s surely a mark against it, if a 

defeasible one. Furthermore, the counter-intuitive consequence of the negative view – that we 

have some reason, based on desert, not to create anyone - is not actually that counter-intuitive. It 

is a very old and familiar position that people don’t generally get what they deserve over the 

course of their lives and that this is, morally speaking, a big, big problem. Kant’s argument for 

the existence of God, to take just one prominent example, is based on the thought that He is a 

necessary posit of morality, as without Him people will not get happiness in proportion to 

virtue.12 We shouldn’t react with horror, then – or at least I don’t - when a view of the value of 

desert (the negative view) entails that most people don’t get what they deserve over the course of 

their lives, and that this is bad and morally problematic. Of course, we may be queasy these days 

about fixing it by adding in an afterlife, but that’s a separate matter. The point is that the morally 

problematic nature of the fact that people don’t get what they deserve is old hat. The fact that 

the negative view entails it shouldn’t immediately make us reject the negative view, Now of 

course it would be implausible if the negative view entailed that we ought not to create any lives. 

But that is not what the negative view entails. The negative view merely entails that the fact that 

someone won’t get what they deserve is a reason not to create them, albeit one that can be 

outweighed in all kinds of ways.  

 
12 Kant argues in the Critique of Practical Reason (section V) that the highest good is “happiness 
distributed in exact proportion to morality (as the worth of a person and his worthiness to be 
happy)” (V: 110 33–4), and that practical reason requires that we seek the highest good (V: 110 
24–6). He takes it to follow from these that practical reason – and hence the moral law, which 
stands or falls with practical reason - would be “in itself false” (V: 114 1–9) were we unable to 
will (in the appropriate way) the distribution of happiness in exact proportion to moral worth. 
Given that nature evidently does not ensure such a distribution (and certainly does not do so as a 
matter of necessity, even if it did contingently), a problem emerges. Something else must make 
the (appropriate) willing of the highest good possible. Kant’s solution is that it is “possible 
insofar as a supreme cause of nature having a causality in keeping with moral disposition is 
assumed” (V: 125 27–9). That is to say, saving the moral law requires taking the existence of god 
as a presupposition of the appropriate kind (‘a practical postulate’) because practical reason, 
which itself stands or falls with the moral law, also stands or falls with welfare being properly 
distributed in proportion to worth (i.e. with moral desert being respected in actuality), and this is 
possible only if God ensures it to be so. 
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So on balance, I don’t think the asymmetry argument pushes us either toward or away from the 

negative view. Let’s try another argument: that the negative view can avoid a desert-based 

version of the famous ‘repugnant conclusion’. 

 

3.2 The Repugnant Conclusion 

 

The repugnant conclusion, at least in its classic form, is a troubling consequence of the ‘mere-

addition’ paradox. I’ll start with a coarse but easily-digestible version of that classic paradox 

before modifying it and applying it to desert.13 The paradox has three premises. The first is that, 

all else being equal, adding happy people to a population and leaving everyone else as they are 

makes the population better. Slightly more precisely: 

 

Mere-Addition: For any populations A and B: if A consists of lives at a positive, perfectly 

equal welfare-level, and B consists of the same lives plus any number of positive welfare lives, 

then B is better than A. 

 

The second premise is that, all else being equal, increases in the total welfare, average welfare and 

the equality of a population, make it better. 

 

Non-Anti-Egalitarianism: For any populations A and B: if B has a higher total welfare, 

average welfare and is more equal, then, all else equal, B is better. 

 

The third premise is that the betterness relation is transitive. 

 
13 The classic presentation is Parfit (1984). See also Huemer (2008). 
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Transitivity: For any populations A, B and C: If A is better than B and B is better than C then 

A is better than C. 

 

Each premise sounds plausible but repeated application yields a very implausible conclusion:  

 

Repugnant Conclusion: For any population, A, that consists of lives at a high, positive, 

perfectly equal welfare-level, there is a better population, Z, that consists of a larger number 

of lives at an only marginally positive, perfectly equal welfare-level. 

 

The route from the three premises to the (repugnant) conclusion can be – and typically is – 

diagrammatically represented in roughly the following way: 

 

 

Begin with A: a small population at which life is of a good quality. This is represented by a 

rectangle that is narrow (small population) but tall (high quality of life per person). Now apply 

mere-addition to improve A to A+. Now apply non-anti-egalitarianism to improve A+ to B. By 

transitivity, B is better than A. Repeat this process in moving from B to C. By transitivity, C is 

better than A. Continue the process (signified by ‘…’) until we reach Z. Z is better than A. This 

is the repugnant conclusion. 

 

A A+ B B+ C Z…

Welfare/
Quality of life
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This version of the paradox is coarse but easy to work with. I return to better versions later. For 

now I ask you to be charitable. My aim is to show that we can apply the structure of it to desert.14 

Following Shelly Kagan we can make use of ‘desert graphs’ to help us. Consider the following 

desert graph: 

 

The horizontal axis (‘W’) represents welfare; let’s suppose the welfare of a particular person. The 

vertical axis (GD) represents how good an outcome involving that person is with respect to 

desert. The graph represents the relationship between these. It tells us, for any welfare outcome 

for that individual, how good it is with respect to desert. The function has a peak. This 

represents optimality with respect to desert. This will be achieved when (and only when) the 

individual gets exactly what they deserve. A circle represents a particular person in an actual 

outcome. In the graph above this person gets welfare level w; a bit more than they deserved. So 

their level of desert is suboptimal; it’s not as good with respect to desert as it could be (though of 

course it is better for them). They’ve got lucky. If they’d fallen on the ‘other side’ of the peak, 

they’d have got unlucky. If they’d been at the peak, they’d have got exactly what they deserve. 

 

With this set-up in place I now use Kagan’s visual model to reinterpret the mere-addition 

paradox in terms of desert. To do so, I read the horizontal axis as an individual’s lifetime welfare 

 
14 For discussion of desert-adjusted welfarist versions of the paradox (which I don’t discuss) see 
e.g. Feldman (1995a), and Arrhenius (2003). 
 
 

GD

Ww
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rather than their welfare at a time, and the vertical axis as goodness with respect to desert of a 

whole life. So the graphs represent how good or bad people’s lives are with respect to desert.  

 

The first premise is a desert-based version of ‘mere addition’. It says that, all else equal, the ‘mere 

addition’ of a life that gets some of what it deserves improves populations. In the desert-graph 

on the left (below), one person gets exactly what they deserve. In the desert graph on the right, 

we add another person who gets some of what they deserve. By mere-addition, the situation on 

the right is better in one respect than that on the left. 

 

The principle we’ve used to get there is: 

 

Mere-Addition (Desert): For any populations A and B, if A consists of a life or lives at a 

positive, perfectly equal level of goodness with respect to desert, and B consists of the same 

life or lives plus any number of lives at a positive level of goodness with respect to desert, 

then, all else equal, B is better than A.15 

 

The second principle used to generate the paradox is non-anti-egalitarianism. A desert-based 

analogue of this principle says that populations in which the total and average amounts of 

goodness with respect to desert, and also the level of equality with respect to desert, are all 

higher, then, all else equal, things are better. Consider the following diagram. 

 
15 In the graph presented above all else is not equal as the total amount of welfare is higher in the 
population on the right than on the left. But this doesn’t affect the basic point. 
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In the desert graph on the left one person gets exactly what she deserves and one gets some 

small positive amount of what she deserves. In the desert graph on the right, both people get just 

a bit less than optimal desert. A desert-based analogue of non-anti-egalitarianism tells us that the 

desert-graph on the right is better than the desert graph on the left. The principle we’ve used to 

get there is: 

 

Non-Anti-Egalitarianism (Desert): For any populations A and B, if B has a higher total 

amount of goodness with respect to desert, a higher average level of goodness with respect to 

desert, and is more equal in the level of goodness with respect to desert, then, all else equal, B 

is better. 

 

All that we need to add to this is transitivity – the same principle as used in the traditional 

paradox will do us – and, by iterating the application of the above principles, we have a desert-

based repugnant conclusion. Consider the following desert-graphs: 

 

The graph on the left is the one we started with; one person getting exactly what they deserve. 

The graph on the right represents a lot of lives at this level of goodness (‘…’ contains a lot of 
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lives at this level) with respect to desert. So this graph compares an outcome in which one 

person gets optimal desert with an outcome in which an enormous number of people get the 

smallest positive amount of what they deserve. And using the principles above, we should 

conclude that the latter is, all else equal, better than the former. We can put it as follows: 

 

Repugnant Conclusion (Desert): For any population, A, that consists of lives at a high, 

positive, perfectly equal level of goodness with respect to desert, there is a better population, 

Z, that consists of a larger number of lives at an only marginally positive, perfectly equal level 

of goodness with respect to desert. 

 

This is the desert-based analogue of the repugnant conclusion. The premises that got us there 

are, on a first pass, supported in much the same way that the premises of the original welfare-

based repugnant conclusion are. The only obvious question-mark – at least as we’ve set things 

up so far - concerns the reference to equality in non-anti-egalitarianism. Is equality of desert a 

good thing in anything like the way that equality of welfare is assumed to be in the set-up of the 

ordinary argument for the repugnant conclusion? If anything, I think there is probably a stronger 

case for the value of equal desert – at least among equally deserving people, and this is all that 

the argument requires us to think about – than for the value of equality of welfare. This is 

because in the context of desert the level of equality among equally deserving people is relevant 

for those people’s level of comparative desert. If two equally deserving people have unequal levels 

of welfare, then the outcome is at least somewhat suboptimal with respect to comparative desert. 

In this respect, then, equalising desert amongst equally deserving people improves matters.16 It is 

 
16 This is most obviously the case if we employ a ‘Y-gap’ view of the evaluative status of 
comparative desert (see Kagan 2012). On the Y-gap view, the comparative disvalue of 
differences in desert level among equally deserving people is determined by the difference in the 
y-co-ordinate of their location on their desert common desert-graph. For discussion see Skow 
(2012). 
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far from obvious that there is a similarly strong case to be made with respect to equality of 

welfare.17 So if anything non-anti-egalitarianism looks stronger when applied to desert than in the 

original paradox. 

 

Having set up the desert-based version of the paradox I shall now present the argument for the 

negative view. The claim is that the negative view allows us to avoid the paradox but the positive 

view does not. To see why this is, consider the following two desert-graphs: 

 

The functions represented on these graphs have the same shape but different locations in the 

two-dimensional desert-space. The peak in the graph on the left is in a positive location on the 

vertical axis. The peak in the graph on the right is at a neutral location (the origin) on the vertical 

axis. This means that in the graph on the left, optimal desert is good with respect to desert, 

whereas in the graph on the left optimal desert is neutral with respect to desert.18 So far, all of 

the desert-graphs we have looked at – those used to set up the desert-based version of the 

paradox and the repugnant conclusion - are like the graph on the left. Their peaks are positive on 

the vertical axis. That’s basically what the positive view would tell us the graphs should look like. 

the negative view by contrast tells us that desert should be understood on the model of the graph 

on the right. It tells us that optimal desert is neutral. And my claim is that if this is true, if we 

work with graphs like those that represent the negative view, then the paradox of desert resolves. 

Why? Just think about the first premise of the paradox: mere-addition (desert). This tells us that 

 
17 Interestingly, perhaps there is if, as has been argued, the value of equality should really be 
interpreted in terms of the value of desert. See Kagan 1999. 
18 Kagan (2012, 145-149) discusses graphs of this form under the label ‘sea level skylines’. 
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if we take some lives that are good with respect to desert and add some more lives that are good 

with respect to desert, we improve things. This premise simply doesn’t apply if the negative view 

is true. It doesn’t apply because there aren’t any lives that are good with respect to desert over 

which to quantify.  

 

The traditional welfare-based paradox, however, remains intact. What is really allowing us to 

resolve the paradox is a combination of two claims about desert. One is that that such a thing as 

an optimal outcome with respect to desert. The second is that it is not unfeasible that this should 

be located at the origin. These claims don’t apply with welfare. Firstly, it isn’t obvious that there 

is such a thing as ‘optimal welfare’. There isn’t a ‘peak’ that is reached at some critical level of 

added welfare, after which the more you add, the worse things get.19 Secondly, if there were such 

a critical level, it wouldn’t be evaluatively neutral. So as I understand it, the negative view is 

somewhat specific (as a solution) to the desert-based version of the mere-addition paradox.  

 

Just to be clear, then, the argument that we are working with is roughly as follows: 

 

1. A desert-based analogue of the repugnant conclusion is false. 

2. Only the negative view avoids a desert-based analogue of the repugnant conclusion. 

3. (1, 2) The negative view is true. 

 

Is this a good argument for preferring the negative view to the positive view? In truth, I’m not 

sure it is. I’ll begin by setting aside two preliminary reasons for scepticism. The first preliminary 

reason targets premise one. While the ordinary welfare-based repugnant conclusion certainly 

seems intuitively false, it is not a foregone conclusion that this intuitive reaction should be 

 
19 Of course, there may be a ‘peak’ in how much welfare is generated by increasing resource 
input (e.g. money) but that’s a separate matter. 



 23 

sustained. The welfare-based version of the repugnant conclusion may in fact be true.20 If so, the 

fact that the negative view allows us to avoid its desert-based analogue isn’t obviously a mark in 

favour of the negative view. Now in fact I’m sceptical of this. I’m not terribly convinced by the 

arguments for the truth of the repugnant conclusion. But I won’t discuss it in more detail here; I 

certainly don’t think that it is the kind of thing that a defender of the positive view should be 

leaning on. 

 

A second preliminary objection that I shall also set to one side targets premise two. The idea is 

that the reasoning that leads us to the repugnant conclusion – whether we’re thinking about 

welfare or desert - is actually bad reasoning. So we don’t need the negative view to avoid it. This 

is a reasonable worry, but we shouldn’t be too quick to accept it. The mere-addition paradox as I 

presented it above is a very coarse version and while it may be fairly easy to find holes in it, there 

are also much more refined and persuasive versions of the paradox. These are much harder to 

reject. The most persuasive updates to the paradox have been developed by Gustaf Arrhenius.21 

I shall not attempt to provide a full account of Arrhenius’s incredibly thorough and interesting 

program here.   

Suppose, then, that that we set these two preliminary reasons for rejecting my argument for the 

negative view to one side (though there is obviously a lot more that we could say about both). 

The real problem with my argument is that the negative view avoids the desert-based version of 

the repugnant conclusion at the cost of inviting a different problem: a ‘reverse’ version of the 

mere-addition paradox, as applied to desert.  

 
20 See e.g. Tannsjo (2002), Huemer (2008). 
21 See for example Arrhenius (2000), (2011). Arrhenius’s results as discussed below are taken 
from his (forthcoming). 
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Suppose for reductio that the negative view is true and consider an extremely virtuous person who 

is receiving far less than they deserve. Now suppose we add an additional person who is also 

extremely virtuous but receiving only marginally less than they deserve. We can represent this on 

the graph below: 

 

Has the addition of the new person made things better or worse with respect to desert? If the 

following ‘reverse’ version of the familiar mere-addition principle is true, it has made things 

worse: 

 

Reverse Mere-Addition (Desert): For any populations A and B, if A consists of a life or lives 

at a negative, perfectly equal level of value with respect to desert, and B consists of the same 

life or lives plus any number of lives at a negative level of value with respect to desert, then, 

all else equal, B is worse than A.22 

 

Now suppose that we modify the distribution of desert between these two lives, making matters 

marginally better with respect to desert for one of them, but much worse for the other, 

represented below:  

 
22 In the graph presented above all else is not equal as the total amount of welfare is higher in the 
population on the right than on the left. But this doesn’t affect the basic point. 
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Has the modification made matters better or worse with respect to desert? If the following 

‘reverse’ version of the familiar mere-addition principle is true, it has made things worse: 

 

Reverse Non-Anti-Egalitarianism (Desert): For any populations A and B, if B has a higher 

total amount of badness with respect to desert, a higher average level of badness with respect 

to desert, and is more equal in the level of badness with respect to desert, then, all else equal, 

B is worse. 

 

If we apply this two-step reasoning continuously (plus transitivity), we reach the conclusion that 

a state of affairs in which a large number of people who are getting only marginally less than they 

deserve is worse with respect to desert than a state of affairs in which a small number of people 

are getting a huge amount less than they deserve (i.e. the state of affairs with which we began). 

This is the ‘reverse repugnant conclusion’. Accepting the negative view has led us to this 

unfortunate conclusion.  

 

This is not the end of the story. There is more that could be said here (especially about the 

translation of mere-addition reasoning ‘below’ the x axis). However it turns out though, it is 

pretty clear that consideration of the desert-based version of the repugnant conclusion won’t 

yield a simple strong argument for preferring the negative view to the positive view. The simple 

way of putting the issue is that while the negative view allows one to avoid the desert-based 

version of the repugnant conclusion and thereby fares better to the positive view, the negative 
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view thereby faces a particular problem with the reverse repugnant conclusion that the positive 

view does not. Much as with the asymmetry argument considered in the earlier section then, I 

think this ends up as a score-draw between the negative view and the positive view. 

 

4. Conclusion 

 

An axiology that assigns desert intrinsic value must decide between the positive view and the 

negative view. I have offered three arguments for the latter. None has succeeded. Equally 

though, none has tipped the balance toward the positive view. On the – I think reasonable - 

assumption that there is no obvious prior reason to prefer one to the other, the result is a 

curious impasse. I have no idea which view is correct. Yet deciding on this is a natural first choice 

point for an axiology that assigns desert intrinsic value. Without it, we are rather stuck at an early 

stage in the development of an axiology. This of course will come as no surprise to anyone 

familiar with axiology. It is full of puzzles, paradoxes and frustrating dead-ends. Nonetheless, it 

is troubling. Is there some systematic reason it should be so difficult to decide between these two 

distinct views of the value of desert given that they do appear to be substantively different? Is 

there a ‘compelling argument’ to be found – one that I have missed – or is the appearance of a 

substantive difference somehow misguided? This is a new and important foundational puzzle in 

axiology. Over to you. 
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