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How should governments and philanthropists focus their attentions and their investments? 

According to an emerging view, Longtermism, their focus should be on the far future; perhaps 

thousands or even millions of years in the future (Greaves and MacAskill, 2021). There is a 

familiar rationale for this. It is based on thinking about savings rates. A good investment now will 

accrue value over time. The longer it accrues value, the more value it will have. The more value it 

has, the more good it will do when spent. So save now and spend later! The core argument of 

contemporary longtermists is interestingly different. It is based on a view about the development 

of human population. Homo sapiens haven’t been around for very long, even by the standards of 

our ancestors species. Homo habilis lasted over a million years, homo erectus nearly two. We’ve been 

around for only a tenth of that. All going well, we could be around for thousands, even millions 

of years yet. That means potentially billions or trillions of future people. If we could do 

something now that would have even a tiny positive effect on the welfare of each of these future 

people, this would dwarf the positive effects that we could hope to win by focusing on the 

present. So we should focus on the future. The point is clearest when we think about existential 

threats; catastrophic events that would act as barriers to the existence of the billions and trillions 

of future people. Suppose - to take an example from MacAskill and Greaves - that we could 

presently invest in technologies that would, if successful, allow us to deflect asteroids that might 

wipe out life on earth. This would cost a lot and may have little or no benefit for people alive 

today or in the next thousand years. Certainly it would have very little benefit to them compared 

with the benefits of investing in something highly effective and cheap for today: mosquito nets 

for the global poor. Still, provided the resulting ‘asteroid shield’ prevented an impact and thereby 

allowed many billions and trillions of future people to live, the amount of good done would be 

enormous. It would do an amount of good equal to the values of the billions and trillions of lives 

who would not have existed were the asteroid shield not built. That’s a lot. So we should take the 

longterm view. Forget the mosquito nets. Build the asteroid shield! 

 

This longtermist view has not, philosophically speaking, come from nowhere. Its roots are in the 

closing remarks of Derek Parfit’s groundbreaking work of axiology, Reasons and Persons (1984, 



453). Parfit asks us to consider three different outcomes; outcomes that were no doubt salient at 

the time of writing. In the first outcome, the human race continues to develop and prosper. In 

the second outcome, the human race suffers from a nuclear war that wipes out ninety-nine 

percent of the population. In the third outcome the human race suffers from a nuclear war that 

wipes out the human race entirely. He asks us to consider the value of the these outcomes when 

compared to each other. The biggest difference he claims, is not between the first and second, 

but between the first and third. This is because, if ninety-nine percent of the human population 

is destroyed, one percent will still remain, and this one percent could provide the seed for 

millions, or billions more future lives. In the long-run, the difference between this and the first 

outcome – in which there is no nuclear war at all - may be negligible. But the difference between 

either the first or second outcome and the third outcome – in which there are no future people - 

will be enormous. Recent developments in science, technology and medicine have added to the 

force of Parfit’s thought. Potential population size could be enormous. Quality of life could far 

outstrip our present expectations. In Part III of his final work, On What Matters, Parfit imagines 

that “since human history may be only just beginning, we can imagine future humans, or supra-

humans that may achieve some great goods that we cannot now even imagine.” (2017, 436) 

More dramatically still, Nick Bostrom, who has arguably done more than anyone to develop 

Parfit’s vision in its full grandeur writes of the possibility of future populations – human or 

artificial – of many trillions: “One lower bound of the number of biological human life-years in 

the future accessible universe (based on current cosmological estimates) is 103 years. Another 

estimate, which assumes that future minds will be mainly implemented in computational 

hardware instead of biological neuronal wetware, produces a lower bound of 1054 human-brain-

emulation subjective life-years.” (2013, 18) With this kind of thinking, one can understand why 

Parfit would say, following Nietzsche, that there has never been such a new dawn a clear 

horizon, and such an open sea. Longtermists see themselves as looking out on those very waters. 

 

Appealing though this picture is, it faces an obvious problem: uncertainty. It is all very well to talk 

about investing in ways that would be good for trillions of people in the far future – for example, 

by investing in an asteroid shield - but we can’t be sure that our investments will work in the far 

future. Nor can we be sure that the billions and trillions or hypothesised future people will 

materialise, that the asteroid shield will work, that there will even be some asteroid that it is needed 

to deflect, or that humans will be around if it is. There’s so much uncertainty; uncertainty that 

seems endemic to longterm investment strategies. Given that, wouldn’t it be better to just focus on 

the here and now? After all, we can be pretty sure that present investments in mosquito nets will 



pay off. The longtermist response is that we should think in terms of expected value, and that when 

we factor the enormous potential benefits of longterm thinking into our expected value 

calculations, the longterm investment wins out. To see this, compare an investment in a large 

number of mosquito nets today, with the same investment instead being made in an asteroid 

shield. The likelihood that investing in an asteroid shield would generate a benefit may be very 

small, but the benefit that would be generated is so enormous – potentially measured in trillions 

of wonderful  lives – that the product of this low likelihood and the enormous benefit will 

nonetheless dwarf the product of the comparatively low benefit and comparatively high 

likelihood from investing in mosquito nets. This is characteristic of how longtermists deal with 

uncertainty. They don’t try to explain it away. Their point is rather that even if the likelihood of 

success in longterm investments is low, the size of hypothetical future populations is sufficiently 

enormous that the resulting benefit warrants a longterm strategy. 

 

A strong version of this longtermist approach - ‘strong longtermism’, from now on simply 

‘longtermism’ - has recently been defended by MacAskill and Greaves (2021). Their view 

consists of two claims. The first is an axiological claim. It is:  

 

Axiological strong longtermism (ASL): In the most important decision situations facing 

agents today,  

(i) Every option that is near-best overall is near-best for the far future.  

(ii) Every option that is near-best overall delivers much larger benefits in the far future 

than in the near future.  

 

The first clause of this view (basically) says that the choices that have the best outcomes have the 

best outcomes in the long term. The second clause (basically) says that this is because of the huge 

benefit of those choices in the longterm. Long term goodness matters, we might say, in a way 

that swamps shorter term goodness. This is contestable. There are several obvious ways in which 

it is contestable. One concerns the nature of expected value. The case for ASL relies on a particular 

view of how expected value should be calculated, and in particular how uncertainty should be 

factored into that calculation. Specifically, it relies on the view that expected value is very high 

provided that expected utility is sufficiently high, even if likelihood is vanishingly low. This is the 

orthodox view, but it is not without criticism. There are alternative ways of thinking about – and 

so calculating - expected value that do not allow high welfare to swamp low likelihoods if those 

likelihoods are sufficiently vanishingly small. A second way in which it is contestable is 



somewhat more empirical. Suppose we accept the orthodox view of expected value. Is it in fact the 

case that the expected value of the best long-term investment is much greater than that of the 

best short-term investment? This is a very difficult question to answer. It relies on assigning 

values to both welfare and likelihood in ways that – even strident longtermists would admit – are 

difficult and somewhat speculative. This could pose problems (e.g. Mogensen 2019). A third way 

in which it is contestable concerns the notoriously thorny territory of how the welfare of merely 

possible people should be accommodated into an axiology. ASL and the longtermist project 

generally seems to presuppose that the welfare of future people people whose lives are merely 

possible matters, and that it matters in something like the same way that the welfare of people 

today matters. Here, just about everything is contestable, including how we should compare 

outcomes involving disjoint sets of people. 

 

For (at least) these three reasons, ASL is contestable. But we shall not contest it. We shall simply 

grant it, although we do return to the third of the three contestations below. We are interested in 

the second of the two claims that comprises longtermism. It is deontic, not axiological. It concerns 

what we should choose to do and not merely about what outcome is best. This is the more 

important of the two claims. It is more important because we want to know what we – and 

governments and philanthropists – should do; finding out what’s best is of limited interest unless 

it informs us with respect to how to act. According to a Strong Longtermist view of the latter: 

 

Deontic strong longtermism (DSL): In the most important decision situations facing 

agents today,  

(i) One ought to choose an option that is near-best for the far future.  

(ii) One ought to choose an option that delivers much larger benefits in the far future than 

in the near future.  

 

This is the really interesting claim: that the long-term choice not only produces the best outcome, 

but that it is therefore the choice that one ought to make. Is this true? Let’s focus on how one 

might argue for its truth. The obvious way of arguing for its truth is from the conjunction of ASL 

and a normative theory according to which one ought to choose the option that is best. This way 

of arguing – which will be appealing to a variety of different consequentialists, most obviously 

those that approximate the classical, maximising consequentialist view with which we are all 

familiar (though see also Tarsney and Thomas, 2020) - will straightforwardly yield DSL. But 

what if one does not accept a normative theory of this kind? After all, many philosophers and 



ordinary people alike – including investors, philanthropists and governments do not; or at least 

do not seem to if we use their actions as a guide. Should they, by their own lights, accept DSL? 

Or is DSL only going to appeal to those who are already signed up to some variant of classical, 

maximising consequentialism? 

 

Interestingly, Greaves and MacAskill have argued that DSL should have broad appeal. 

Specifically, they think it should appeal to deontologists; that is, roughly, speaking, those who think 

that what one ought to do is determined not only by the consequences of one’s actions narrowly 

undertstood, but by other features too, including the nature of the acts themselves. This is 

admittedly a broad church but it extends to many influential moral philosophers both historically 

and today, as well as - arguably - better reflecting ‘common-sense, folk morality’. Why do 

Greaves and MacAskill think that longtermism should appeal to those in this camp? Their 

argument is based on two core claims. These claims can, very roughly for now, be summarised as 

follows. Firstly: when there is a sufficient amount of value at stake – when there is a sufficiently 

large amount of good to be done or bad to be avoided – even deontologists ought to let that guide 

their choice. Secondly: when it comes to a choice between short-term and long-term 

investments, there is a sufficient amount of value at stake. This is because the amount of good 

that could be done by longterm investment is enormous. Hence, longtermism.  

 

This is a rough first pass. In fact, MacAskill and Greaves’s case is somewhat more modest. They 

frame their argument - the Stakes Sensitivity Argument - as follows:  

 

1. When the axiological stakes are very high, there are no serious side-constraints, and the 

personal prerogatives are comparatively minor, one ought to choose a near-best option. 

2. In the most important decision situations facing agents today, the axiological stakes are 

very high, there are no serious side-constraints, and the personal prerogatives are 

comparatively minor.  

3. (1, 2) So, in the most important decision situations facing agents today, one ought to 

choose a near-best option.  

 

The first premise basically says that you should do what’s best if it’s massively best. But there are 

two caveats. Each is intended to assuage a possible source of worry for deontologists. One 

source of worry concerns side-constraints. The classic example of a side constraint is a right. Rights 

are important to deontologists. They are the kinds of things that deontologists have classically 



thought one ought not to violate. So a deontologist might worry about whether doing what is 

massively best would require us to violate people’s rights. If it would, then perhaps, she would 

claim, we shouldn’t do it, even if it’s massively best. Greaves and MacAskill speak directly to this. 

Their first premise states that we should do what’s massively best only if there are no serious side-

constraints. This should reassure deontologists. The second caveat concerns personal 

prerogatives: reasons that people have to act in ways that are important from their perspective 

and to their lives, though that may not be impersonally best. Deontologists have typically been 

sympathetic to the existence and importance of such prerogatives. Again, Greaves and MacAskill 

speak directly to this. Their first premise states that we should do what’s massively best only if 

there are no serious personal prerogatives. The second premise then states that longterm 

strategies are not only massively best, but don’t seriously violate side-constraints or over-ride 

persona prerogatives. The conclusion is longtermism. This is a conclusion, Greaves and 

MacAskill are claiming, even deontologists can accept. 

 

We think Greaves and MacAskill are wrong. Leading contemporary deontologists – from 

Frances Kamm to TM Scanlon - should not accept be longtermists. Even if they were to accept 

ASL, they should not accept DSL. With respect to the Stakes Sensitivity Argument, they should 

reject its first premise.  The reason for this is that longtermist thinking clashes with a fairly 

central tenet of the deontological approach. It clashes with the tenet that what matters – for 

deontic purposes – isn’t how much welfare there is, but how it is distributed. We argue for this in 

detail below. Before we begin, a methodological note. Our argument is limited in its ambition. 

We are not attempting to show that deontological approaches to morality are correct. This task 

would go well beyond the scope of the present paper. We simply present the route from 

contemporary deontology to the rejection of DSL and longtermism more generally. That said, 

we attempt to present it sympathetically. It would not be interesting if some obviously false or 

fallacious property of contemporary deontology that rendered it incompatible with longtermism. 

We think that it is a core, not unreasonable property of contemporary deontology that renders it 

incompatible with longtermism. So, while we do not argue for deontology, we do argue that 

deontologists would be not only internally consistent, but also prima facie reasonable, to reject 

longtermism. We thereby take ourselves to pressure the claim that longtermism is for everyone, not 

just those working in the consequentialist tradition of Parfit.  

 

What is Deontology? 

 



The Stakes Sensitivity Argument is targeted at deontology. But what is deontology? The 

normative theories we that go by this label are many and varied. So a precise characterisation that 

suffices for all is difficult. At a rough gloss, we understand deontological theories as those that 

are typically concerned in the first instance with fairness to and respect for individuals, believing that 

these are the primary determinants of one’s moral reasons and duties, and that they can come 

into conflict with aggregate welfare and that when they do, we ought not always pursue the latter. 

This has both a positive component - concern with fairness and respect for individuals – and a 

negative, somewhat anti-aggregative, component. Classic contemporary proponents of this view 

are Kamm and Scanlon. We shall use their views (below) as canonical examples of contemporary 

deontology. 

 

The above characterisation of deontology is of course very broad; much too broad to be very 

useful in determining whether deontologists should accept or reject longtermism. We must 

narrow it down. In order to do so, we identify four core claims that we take canonical 

deontologists – including Kamm (1993, 2000) and Scanlon (1998) - to accept. Each flows from a 

basic commitment to deontological concern with fairness to and respect for individuals, but the 

precise reasoning – i.e. how the fundamental concerns generate the core claims – will vary 

somewhat from one to the next. The four core claims are: 

 

i. Side Constraints: In at least some cases, possible or actual, there are moral side-

constraints that prohibit one from doing what’s best. Consider individual rights. 

Classical deontologists typically claim that these operate as a side-constraint so that – 

in some cases – one ought to, or it would be permissible to, protect an individual’s 

right rather than do what is best. There are weaker and stronger versions of this 

claim. According to the weaker version, side-constraints can be ‘trumped’ by 

axiological concerns. According to the stronger version they cannot be trumped. 

There is a spectrum of views between weaker and stronger. 

 

ii. Choice Properties: In at least some cases, possible or actual, how an outcome is brought 

about matters. Consider, for example, the differences between doing and allowing, 

intending and foreseeing, or helping and harming. Each of these three pairs 

represents different ways in which outcomes can be brought about. Canonical 

deontologists think that, for at least some of the pairs, it matters – matters deontically – 

how the outcome is brought about. So, for example, a deontologist who affirms a 



morally significant difference between doing and allowing would think that, in some 

cases, it is not permissible things to people that it is permissible to allow to be done 

to them. 

 

iii. Distributive Properties: In at least some cases, possible or actual, the way that goods – 

typically welfare – are distributed over a population matters deontically. Consider for 

example a comparison between an intervention that will result in a small benefit to 

each of a very large population, and an alternative intervention that would result in 

much larger benefits to each of a much smaller population. A canonical deontologist 

may admit that the former would realise more welfare, and even that it would be 

better, but they would not therefore think that one ought to choose to bring it about; 

rather, they might think ought to choose to bring about the former. This will be 

important in what follows. 

 

iv. Personal Prerogatives: In at least some cases, possible or actual, one ought, or at least is 

permitted to, to choose to bring about a worse outcome over a better outcome 

because of agent-relative reasons. These could be moral or non-moral. A moral 

agent-relative reason that would permit a sub-optimal choice might concern a special 

relationship in which one stands to someone who would be affected by the choice. 

So, for example, perhaps it is permissible for one to act in a way that would benefit 

one’s family, even if the overall benefit to everyone would be suboptimal. A non-

moral agent-relative reason might concern a project or interest. So, for example, 

perhaps it is suboptimal for one to pursue one’s life goal of becoming a drifter, even 

if that choice wouldn’t be best for everyone else. 

 

Each of these four tenets are affirmed by canonical deontologists. With this in place, we can now 

begin to assess how deontologists would respond to longtermism. Let’s start by thinking about 

the Stakes Sensitivity Argument; seeing why deontologists would reject this is a good way in to 

seeing why deontologists would not be longtermists. According to the first premise of that 

argument, you should do what’s massively best provided that two caveats are met: there are no 

serious side-constraints or personal prerogatives. As we noted earlier, deontologists will approve 

of each of these two caveats. But two caveats is not enough. For deontologists, doing what is 

massively best would require at least four caveats: one concerning for each of the four tenets 

noted above. One is required for side-constraints, one for personal prerogatives, one for choice 



properties, and one for distributive properties. We’d need to know that the massively best 

outcome satisfies all of them. Otherwise deontologists wouldn’t think you ought to choose it. 

The issue turns out to be with distributive properties. Deontologists think that whether you 

should bring about what’s massively best depends on how welfare is distributed in the massively 

best outcome. There are some distributions that deontologists think you ought not realise. And, 

as it happens, longtermist outcomes are of exactly this kind. So deontologists will reject the first 

premise of the Stakes Sensitivity Argument and will not be longtermists. We shall work our way 

toward this conclusion slowly. Before thinking about distributive properties, we shall say 

something about the other ‘missing’ tenet: choice properties. 

 

Choice Properties 

 

Many classic deontologists regard our choices as having morally important properties aside from 

or in addition to their consequences. We refer to these as choice properties. The examples given above 

concerned doing and allowing, and intending and foreseeing, and helping and harming. Focus on 

the last of the three. The orthodox deontological view is that the former is more important than 

the latter; we should prioritise the prevention of some harm over causing the same amount of 

benefit. So, for example, suppose that one faces a choice between preventing a harm of degree D 

from befalling someone, S1 or benefitting someone else, S2, to the very same degree. All else 

equal, we should choose to prevent the harm to S1.  

 

Might a commitment to a distinction along these lines make longtermism unattractive to classic 

deontologists? Perhaps. Consider the following thought. There are things that governments and 

entrepreneurs can do to prevent people alive today from suffering either now or in the future. 

For example, by investing in healthcare and medication, we can prevent children living today 

from dying from preventable illness such as mosquito. The longtermist, by contrast, is motivated 

by the creation of future lives that would be good. The longtermist’s concern, then, is not with 

the prevention of harm. It is rather with causing benefit. This gets priorities wrong. Preventing 

harm matters more than causing benefit. So we should focus on the present, not the far future. 

So we shouldn’t be longtermists. We suspect that this line of thought will motivate some classical 

deontologists to reject longtermism. Insofar as it is doing so, they are rejecting premise one of 

the stakes sensitivity argument. That premise is false because it doesn’t have a caveat about the 

importance of choice properties, like that between helping and harming. But according to 



deontologists, those properties can make all the difference. And in fact, when it comes to the 

choice between short-term and long-term investment, they do. 

 

We are somewhat sympathetic to this line of argument. Nonetheless, we shall not pursue it. 

There are several reasons for this. The first reason is long-term investments may actually prevent 

harm; even if this is not their primary purpose. Consider again the example of an asteroid shield. 

The primary motivation for this in the eyes of longtermists is to make sure that many lives can 

be lived that would otherwise not be. But, if an asteroid shield does achieve this goal, it will 

presumably, as a by-product, also prevent a great deal of people from suffering harm; 

specifically, it will prevent the harm done to those who would have been (or would have lived on 

a world that has been) hit by an asteroid. The second reason is that even if the prevention of 

harm matters more than the creation of benefit, it may still be that if the amount of benefit 

created is sufficiently great, this could outweigh the comparative importance of avoiding harm. 

So, for example, while making sure not to harm one person may take priority over benefitting 

another person by the same amount, it is less clear that the former should take priority over 

benefitting one thousand people by that amount. This reasoning could apply to vindicate 

longtermism. Here, longtermists like MacAskill and Greaves have suggested, the amount of 

benefit that could be created by a longterm investment is enormous. So, even though the long-

term investment’s benefit may be pitted against the otherwise more important goal of preventing 

harm, the former’s sheer quantity may nonetheless be sufficient that one ought to choose it over 

the short-term alternative. Of course, one could defend a very strong deontological position 

according to which preventing harms – of at least some kinds - has lexical priority over benefits, 

but this runs the risk of being implausibly inconsistent with ordinary thinking about (e.g.) public 

goods project that carry some risk, such as building roads (MacAskill and Mogensen 2019). 

 

For these two reasons, we do not think that an appeal to the distinction between helping and 

harming – or to choice properties more generally – is the best strategy for deontologists. We 

think that a much better option is to appeal to distributive properties. This is our focus. We turn 

to this below. There is, however, a complication that we simply note at this juncture. It is that 

our core point – about distributive properties – will actually warrant something of a re-appraisal 

of the above claims. Specifically, it will lead to a reappraisal of the thought that the sheer quantity 

of long-term benefit may trump the avoidance of short-term harm. We will return to this much 

later in the paper. 

 



Distributive Properties 

 

The obvious reason for classical deontologists to reject longtermism – and with it the first 

premise of the stakes sensitivity argument - concerns distributive properties. Classical 

deontologists think that there are cases in which, owing to the way that welfare is distributed, 

one oughtn’t choose an optimal outcome over a sub-optimal alternative. Consider the following 

classic case (Scanlon 1998, 235). 

 

TV Engineer: A very large number of people will have to suffer the minor inconvenience of 

having their viewing of the World Cup final interrupted due to an electrical fault. You can 

fix this, but the result will be that a TV engineer will have to suffer a serious electric shock. 

 

In this case, let’s suppose, the best option – in terms of welfare - is for you to cause the shock; 

enough people would suffer from the interruption that their misfortune would be greater than 

the engineer’s should he be electrocuted. Nonetheless, classical deontologists think you ought 

not to make the optimal choice in this case. This is because of the way the goods are distributed 

in it. How, exactly, is that? Cases like TV Engineer ask us to choose whether to bring about a 

High-Per-Person-Stakes, Low Number Outcome or a Low-Per-Person-Stakes, High Number Outcome. The 

former – ‘High-Per-Person-Stakes, Low Number’ - refers to an outcome in which there is a lot 

at stake for each of a small number of individuals. The latter – ‘Low-Per-Person-Stakes, High 

Number’ - refers to an outcome in which there is much less at stake for each of a much larger 

number of individuals. So, for example, in the TV Engineer case, the High-Per-Person-Stakes, 

Low Number outcome is the one in which the engineer is electrocuted, and the Low-Per-

Person-Stakes, High Number outcome is the one in which the watching public have their 

viewing interrupted. Classical deontologists will typically counsel us to enact the Low-Per-

Person-Stakes, High Number outcome rather than the Low-Per-Person-Stakes, High Number 

outcome. This is the case even if the former contains less net welfare than the latter. 

 

Or consider the following alternative case which, though different in some important respects, 

may also help to illustrate (Dasgupta 2001, Ch. 14): 

 

Repugnant Conclusion Genesis Problem: You are God. You can choose to bring into existence 

either a world consisting of a small number of people each of whom will lead an equally 



great life or a world consisting of a very large number of people each of whom will lead a 

life barely worth living. 

 

We can think of the outcomes of the two choices described in this case as a High-Per-Person-

Stakes, Low Number outcome and a Low-Per-Person-Stakes, High Number outcome, 

respectively. A world consisting of a small number of people each of whom will lead a great life 

is a High-Per-Person-Stakes, Low Number outcome. A world consisting of a very large number 

of people each of whom will lead a life barely worth living is a Low-Per-Person-Stakes, High 

Number outcome. And, we think, classic deontologists would, typically be inclined toward 

choosing to bring about the former. That is to say, they would be inclined toward the High-Per-

Person-Stakes, Low Number choice. These two cases each illustrate a feature classic 

deontological thinking about the distribution of goods. They think that: 

 

(1) In choices between a High-Per-Person-Stakes, Low Number outcome and a Low-Per-

Person-Stakes, High Number outcome, one should, all else equal, choose the former 

even if the latter is better. 

 

Why does this matter for the discussion of longtermism? It matters because the choice between 

an ordinary, short-term investment strategy and a long-term investment strategy (‘longtermism’) 

is of exactly this form. It is a choice between a High-Per-Person-Stakes, Low Number outcome 

and a Low-Per-Person-Stakes, High Number outcome. The short-term investment strategy is a 

choice to bring about a High-Per-Person-Stakes, Low Number outcome. The longterm 

investment strategy is a choice to bring about a Low-Per-Person-Stakes, High Number outcome. 

Or: 

 

(2) The choice between an ordinary investment strategy and a long-term investment strategy 

(‘longtermism’) is a choice between a High-Per-Person-Stakes, Low Number outcome 

and a Low-Per-Person-Stakes, High Number outcome. 

 

And from (1) and (2): 

 

(3) One ought not to be a longtermist (1, 2). 

 



This is our master argument against DSL. We shall turn to the defence of its premises – (1) and (2) 

– below. But let’s before doing so it is worth making a more dialectical point. As we have seen 

above, MacAskill and Greaves think that the Stakes Sensitivity argument establishes DSL. Our 

argument (1)-(3) explains how deontologists would reject the Stakes Sensitivity Argument. 

According to the first premise of the Stakes Sensitivity Argument, recall: 

 

When the axiological stakes are very high, there are no serious side-constraints, and the 

personal prerogatives are comparatively minor, one ought to choose a near-best option. 

 

Deontologists will not accept this because it is blind to the distributive properties of the 

outcomes being chosen between. Deontologists are not blind to this. They think distributive 

properties do matter. They think it matters whether an outcome is, for example, High-Per-

Person-Stakes, Low Number or Low-Per-Person-Stakes, High Number. That’s what (1) above 

states. So it’s that commitment of (1) that explains the rejection of the Stakes Sensitivity 

Argument. Now of course deontologists could accept a modified version of the first premise of the 

Stakes Sensitivity Argument that accounts for this. They could accept: 

 

In a choice between outcomes in which the distributive profiles of those outcomes are relevantly 

similar, the axiological stakes are very high, there are no serious side-constraints, the 

personal prerogatives are comparatively minor, one ought to choose a near-best option. 

 

This would be fine for deontologists. But it would not allow Greaves and Macaskill to run the 

Stakes Sensitivity Argument for longtermism. This is because the distributive profiles of the 

short-termist and longtermist outcomes are not sufficiently similar; one is High-Per-Person-

Stakes, Low Number, the other is Low-Per-Person-Stakes, High Number 

 

With this dialectical point made, we now turn to the defence of our two premises, (1) and (2). 

 

Premise (2): Longtermism is a Low-Per-Person-Stakes, High Number Strategy 

 

We being with premise (2) according to which: 

 



The choice between an ordinary investment strategy and a long-term investment strategy 

(‘longtermism’) is a choice between a High-Per-Person-Stakes, Low Number outcome and a 

Low-Per-Person-Stakes, High Number outcome. 

 

To see why this is the case, we must think about both the number of people affected by an 

ordinary investment strategy and a longterm strategy respectively, and the stakes for each person 

within that number. Start by thinking about number. The choice between a short term investment 

and long term investment is a choice between a comparatively low number outcome in the 

short-term and a comparatively high number outcome in the long-term. The short-term 

investment might, for example, assist five hundred million people alive through the purchase of 

mosquito nets. By contrast, the longterm investment stands to benefit billions or trillions of 

potential future populations each of whom depends for their existence, not to mention and 

welfare, on our present choices.  

 

So much for the numbers. What about the stakes? Here, we are interested in the stakes for each 

individual within the population. More specifically, we are interested in the value attributable to 

each person within the population. Is the amount of value at stake for each person very high (as 

it is for the TV Engineer) or low (as for the viewers of the TV signal)? Present investments, as 

would be recommended by short-termists, are certainly High-Per-Person-Stakes for each person 

they benefit. Investments in mosquito nets today can save lives that would otherwise be lost. 

That’s a lot of per-person value. But why think that the investments recommended by 

longtermists are comparatively Low-Per-Person-Stakes for each of the enormous population they 

benefit? After all, aren’t their whole lives dependent on our present choices? The answer is that 

the stakes for each person who is positively affected by a longterm investment should have a 

significant discount factor applied to it. The application of the discount factor to the welfare of 

each person means that the value attributable to each person is low. 

 

Why think a discount factor should apply to the welfare of beneficiaries from long-term 

investment but not to the welfare of beneficiaries from short-term investment? Perhaps the 

obvious answer concerns time. It is that those people who would be benefitted by long-term 

investment exist in the future, and future people’s welfare matters less than present people’s 

welfare. Suppose that the discount compounds over time, perhaps generation by generation. The 

result is that the further in the future the longtermist’s concern, the greater the total discount. So 

when it comes to long-term investments that benefit people many thousands of years from now, 



the discount on each one of these person’s welfare will be very large indeed. The time-

discounted lifetime welfare of each may end up generating less total value than a comparatively 

trivial benefit to someone today. Like many contemporary philosophers (e.g. Broome 2013) we 

are sceptical of this way of thinking and of pure temporal discounting more generally (though 

see Lloyd, 2021). It is not obvious why the mere fact that people are distant from us in time 

should matter.1 If it does, it must be because of some other feature of those people that, though it 

may vary with temporal distance from us, is not the same as it. There are two obvious candidates: 

modal properties and epistemic properties. We will take each in turn. 

 

Begin with modal properties. Many, if not all, of the future people who would feel the benefits 

of longtermist thinking today are merely possible people. They are people who may or may not 

come to exist. Their existence is contingent on a great many things that may or may not happen 

between now and their birth; including but not limited to whether we decide to pursue a short-

term or a long-term investment policy. Consider, for example, some future people who would 

come to exist only if we invested in and built an asteroid shield. They are merely possible people; 

whether or not they come to exist will depend on choices that we may or may not make now. 

Even if we are sceptical of pure temporal discounting, we may have some sympathy for 

discounting based on this; based, that is, on the fact that the people who stand to benefit from 

long-term investment are merely possible. Whilst someone’s distance in time from us may not 

matter, their distance in modal space plausibly could. Certainly, one could be sceptical of pure 

temporal discounting without being sceptical of modal discounting. Consider the following case, 

taken from Partha Dasgupta (2019, 65).  

 

Sleeping Beauty: Sleeping Beauty is alive but in a state of total unconsciousness. If left 

untouched, she will continue to live in this state until she reaches the average expected 

lifespan at which point she will die peacefully. She can, however, be revived in which case 

she will live a normal life. Her parents face a choice between this and conceiving another 

child; a child who, if conceived, would live a normal life of the average expected lifespan. 

What ought they do? 

 

Dasgupta’s thought is that the parents ought to revive sleeping beauty rather than conceive 

another child, and that this provides intuitive support for modal discounting; we ought to 

discount the merely possible people’s welfare (the child who could be conceived) as against 

 
 



actual people’s (sleeping beauty). This is the obvious explanation of why the parents ought to 

choose to revive sleeping beauty rather than conceiving another child. And if we apply modal 

discounting, we will end up with result that longtermist strategies yield outcomes that, while high 

number, are comparatively Low-Per-Person-Stakes. 

 

Note how moderate the claim that we need really is. There are strong views about the moral 

significance of modal properties according to which merely possible people don’t matter at all, or 

according to which we should always prioritise the claims of actual people over those of merely 

possible people. Neither of these are required to show that longtermist outcomes are Low-Per-

Person-Stakes. We can make do with something much weaker. All we require is that people who 

are merely possible – that is, whose existence depends on our present choices – have discounts 

applied to their welfare to some degree. Consider the following rough model. Suppose, for example, 

that there is some discount factor on merely possible people as against actual people. Suppose 

also that the degree of that discount factor varies with the distance of that person in modal 

space. Suppose also – plausibly - that the people who would exist only if we invested in an 

asteroid shield today are really quite far away within that space; much further away, say, than 

many of the merely possible people who will in fact be actualised act some point over the next 

one or two generations. The discount on their welfare will be high. So longterm outcomes 

concerning them will be low-stakes. 

 

One might be suspicious of all of this. Isn’t it just a way of smuggling in person-affecting morality, 

with all of its attendant problems? It is not. Nothing in what we have said presupposes that 

outcomes can only be good or bad if they are good or bad for particular people (the standard 

‘narrow person affecting slogan’). Nor does it presuppose that merely possible people and their 

welfare does not matter. The view is much weaker. It is simply that distance in modal space 

matters – via discount - to some degree. This is perfectly consistent with the (axiological) 

superiority of outcomes that have positive benefits for merely possible future people over 

outcomes that have smaller benefits for actual people. In fact, we can weaken the view further 

still. We can make much the same point – i.e. a modal argument for think of longtermist 

outcomes as Low-Per-Person-Stakes - without requiring that the discount applies to the modal 

properties of people at all. We could apply the discount directly to welfare itself. Consider again 

those possible people who would come to exist only if we invest in an asteroid shield today.  If 

they came to exist, they would instantiate some of the things that matter in life and so would 

enjoy some level of welfare. We can apply a discount to the distance from us in modal space to 



that welfare itself. The thought would be that the degree to which we should care about good 

things in life, whoever their possessor, should vary with their distance from the actual world. 

 

There are, however, good reasons to not be persuaded by this argument; to think that modal 

distance – whether of people who instantiate welfare, or of welfare itself – is irrelevant to value 

and doesn’t justify discounting. There is a second, even more conservative source of discounting 

that can explain why longterm outcomes are low-stakes. It is purely epistemic. It concerns 

uncertainty. Longtermists think that the likelihood that longterm investments succeed is rather 

low. This is surely correct; the level of uncertainty with respect to such long-term investment 

strategies is extremely high. But they also think – and we grant them this – that the benefits that 

would accrue, if at least some of these investments were successful, are very large. This is 

because of the enormous number of future people who would benefit. The best way to represent 

this – and the way that Greaves and MacAskill in fact present it - is in terms of expected value. We 

can think of it as follows. Consider the lifetime welfare of each person of who would benefit 

from a long-term investment should it succeed. This is in effect discounted by the very high level 

of uncertainty that such an investment would succeed. The result is a very low expected value for 

each individual. The total sum of expected individual values remains very high though. It 

remains very high because the number of individuals, each of whom have a very low expected 

value, is enormous. So the long-term outcome, - where stakes are understood as expected stakes 

as they must be for long-term predictions - is Low-Per-Person-Stakes, High Number. This 

contrasts with the outcome of an effective short-term investment. For such a strategy, the 

uncertainty level is much lower; buying mosquito nets now is (pretty much) bound to save lives, 

and a lot of them at that. So the per-individual expected value is very high. Comparatively then, 

the short-term strategy is High-Per-Person-Stakes, Low Number. 

 

We have presented two reasons for discounting the per-individual value of those who would 

benefit from long-term strategies: modal and epistemic. We find both appealing. But provided 

that we are correct about either, we will have established that the long-term strategy would 

produce Low-Per-Person-Stakes, High Number outcomes in comparison to the High-Per-

Person-Stakes, Low Number outcomes that orthodox, shorter-term investments would deliver. 

So we take ourselves to have established premise (2) of our argument. 

 

Premise (1): The Big-Picture Deontological View 

 



The remaining premise, (1), claims: 

 

In choices between a High-Per-Person-Stakes, Low Number outcome and a Low-Per-

Person-Stakes, High Number outcome, one should, all else equal, choose the former 

even if the latter is better. 

 

Our aim here is relatively modest. We are attempting to show, contrary to what MacAskill and 

Greaves have claimed, that deontologists would not be longtermists. To this end, we only need 

to show that deontologists would accept this premise. We do not need to persuade classical 

consequentialists of its truth too (which is just as well because we do not think that there is an 

argument that could do this). To this end, we could simply provide examples of deontological 

support for premise (1) from the literature. We shall set our sights somewhat higher. We sketch 

why and how deontologists think that one ought to choose the High-Per-Person-Stakes, Low 

Number outcome. Perhaps some neutrals will find the picture that emerges an appealing one. 

 

Let’s start with they why. What is the justification or rationale for the deontologist’s view that one 

ought to choose the High-Per-Person-Stakes, Low Number outcome, even if it is (axiologically) 

worse? How does this emerge from the deontologist’s underlying commitments? The answer is 

somewhat complex. There are a number of different – often overlapping - motivations. We list 

three below.  

 

i. From simple intuitions about cases. This rationale is the simplest of all. Think about TV 

Engineer, the Repugnant Conclusion or structurally similar cases. The intuitive 

response is that one ought to realise the High Value, Low Number outcome over the 

Low Value, High Number outcome. This is the case even if greater total value is 

realised in the latter. It is possible to preserve this intuition in a moral theory, 

provided that it does not approximate classical utilitarianism. So we should.  

 

This is a rationale but why think it is one that would appeal to deontologists in 

particular? This really depends on what classical deontology is. There are more and 

less ambitious visions. The more ambitious vision is that classic deontology is an 

approach to moral theory rooted in one or a small number of very general principles 

of right and wrong that affirm the over-riding importance of – something like – 

being fair to and properly respecting individual people. The less ambitious view is that 



classic deontology is more of a catch-all moral theory that captures - and systematises 

as best as possible - ordinary intuitions about cases, many of which do turn on 

concern for respect for and fairness to individuals, and are incompatible with at least 

some of the theorems of classical consequentialism. The more ambitious vision is 

most naturally associated with Kant historically and arguably with Scanlon today. The 

less ambitious vision is arguably better represented by WD Ross historically and 

Frances Kamm today. All are surely fair claimants to the label ‘deontologist’.  

 

With this distinction in mind, return to the simple intuitive rationale for choosing to 

realise High-Per-Person-Stakes, Low Number outcomes, even if they are worse. A 

deontologist of the less ambitious variety need appeal to no more than this. She need 

have no deeper rationale than her intuition about cases of the relevant kind; cases like 

TV Engineer. Premise (1) is simply a post hoc generalisation from of those 

intuitions; it is the non-consequentialist generalisation that we work back to from 

specific intuitions. And, for less ambitious deontologist, there is nothing wrong or 

suspect with this methodology. So this is one kind of deontological justification or 

rationale for premise (1). There are, however, also deontological justifications or 

rationales that are based in a more ambitious vision of what deontology is and how it 

works. It is to this that we now turn. 

 

ii. From underlying principles such as fairness or respect. The proponent of a more ambitious 

version of deontology may try to argue from a basic, underlying principle – a 

principle that concerns a classic deontological focus such as fairness or respect for 

individuals – to premise (1). Scanlon’s contractualist deontology is really of this form. 

It is a deontological view that is based on the importance of justifiability to each 

person (we can think of justifiability to each as a proxy for respect for and fairness to 

each). The view is that the permissibility of an action is determined by whether the 

principle on which it is performed could be justified to each individual affected by it. 

The reason that one ought not to choose the Low-Per-Person-Stakes, High Number 

outcome is that the principle on which it is performed fails this test. It could 

reasonably be rejected by – and hence not adequately justified to – each person 

affected by it. Scanlon takes this to explain the case of the TV Engineer. The TV 

Engineer could reasonably reject a justification of his electrocution in terms of the 

gain that would be enjoyed by each viewer. Premise (1) states that other cases like 



that of the TV Engineer would get treated and explained in the same way; the choice 

of a Low-Per-Person-Stakes, High Number outcome would not be justifiable could 

reasonably be rejected by each individual in the High-Per-Person-Stakes, Low 

Number population. Each could reject the foregoing of their High-Per-Person-Stakes 

claim for the Low-Per-Person-Stakes claims of the larger population. 

 

iii. Scepticism about aggregating welfare. An alternative rationale concerns scepticism about 

welfare aggregation of the kind that characterises classic consequentialist thought. 

This scepticism could take a number of different forms, from stronger to weaker. 

The strongest is of course a rejection of the very possibility of welfare aggregation. 

Let’s simply set this to one side. A much more modest view is that, while possible, 

many-person aggregates of welfare should not figure in at least some moral decision-

making contexts; only individuals should. And the classic deontological justification of 

this is that whereas individual people occupy a coherent perspective on the world, 

aggregates do not and that because of this, aggregates, unlike individuals, are not the 

proper objects of moral concern. Suppose – as some deontologists do and 

consequentialists do not - this were correct. Why would it this justify realising High-

Per-Person-Stakes, Low Number outcomes over better, Low-Per-Person-Stakes, 

High Number alternatives? Individuals are the only objects of moral concern. So 

when choosing between the two possible outcomes imagine occupying the 

perspective of each individual person one-by-one in each of the two possible 

outcomes. Think about how your decision would affect them. Which has strongest 

claim on you? Clearly, the individuals with the highest stakes do. So you should 

respect their claims and act accordingly. That means realising the High-Per-Person-

Stakes, Low Number outcome. The only reason that you shouldn’t do this would be if 

the aggregate of the lower stakes claims were both greater in sum and were a proper 

object of moral concern. But, even if we allow that there is a sense in which it is 

greater in sum, it isn’t a proper object of moral concern. So you shouldn’t change 

your decision. Stick with the High-Per-Person-Stakes, Low Number choice. 

 

Premise (1): Deontological Models  

 

Deontologists have translated these big-picture motivations (‘why’) into quasi-aggregative models 

that allow them to think systematically about the choice between High-Per-Person-Stakes, Low 



Number outcomes and Low-Per-Person-Stakes, High Number outcomes respectively (‘how’). 

We sketch two such models below. Each delivers the result that we should choose the High-Per-

Person-Stakes, Low Number outcome, and so should choose orthodox, short-term investments 

over longterm alternatives. The first model is generally referred to as the Kamm-Scanlon model or the 

balancing model.  

 

Consider the following simple case: 

 

Drowning 1: There is one person stranded on Rock A, and five people stranded on Rock B. 

The tide is rising. Anyone left stranded on either rock will drown. You can help. You can 

choose to save the one from Rock A or the five from Rock B but not both. What should 

you do? 

 

While some extreme deontologists (notably Taurek) have doubted this, the classic deontologist 

response - defended by both Kamm and Scanlon - is that one ought to choose to save the five. 

The model they appeal to in order to justify – or perhaps better, explain – this is a form of 

balancing. The core idea is that we should assess each individual person’s claim to be saved by 

balancing it against another person’s claim, where the two claims of the two persons cannot both 

be satisfied. The person on Rock A, call them A1 has a claim to be saved. Each person on Rock 

B, call them B1 to B5, also has a claim to be saved. The claim of each person - A1, B1, B2, B3, B4 

and B5 - is equal to the claim of every other. The Kamm-Scanlon proposal is that given that each 

of these claims are equal, the claim of A1 is balanced and cancelled out by the claim of any one person 

- let’s suppose it is B1 - on Rock B. So these two claims to be saved – the claims of A1 and B1 - 

balance and cancel each other out. There are now four unanswered, unbalanced claims – those 

of B2, B3, B4 and B5 – remaining. The requirement to answer any one of them means that you 

must perform your rescue on Rock B. Given that you are performing a rescue on Rock B, you 

should save everyone on it. 

 

This ‘balancing’ approach allows the numbers to count (for classic deontologists) in cases like 

Drowning 1. Importantly though it doesn’t mean that the numbers count in cases like TV 

Engineer or Repugnant Conclusion. To see this, consider the following cases (which is similar to 

these two): 

 



Drowning 2: There is one person, C1, stranded on Rock C, and five people, D1, D2, D3, D4, 

D5, stranded on Rock D. The tide is rising. Anyone left stranded on Rock C will drown. 

Those left stranded on Rock D will get wet and cold but none will drown or die. You can 

help. You can choose to save the one from Rock C or the five from Rock D but not both. 

What should you do? 

 

Importantly, unlike in Drowning 1, the ‘balancing’ method doesn’t entail that you ought to 

rescue those on Rock D, even though they are more numerous than those on Rock C. This is 

because the threat to the life of one person on Rock C is much more serious than the threat to 

any of those on Rock D. This means that the former is unbalanced by any of the latter. 

Consider, for example, person D1. Does his claim to be rescued from the cold and wet balance 

person C1’s claim to be rescued from drowning? No. It does not. How about D2’s claim to be 

rescued from the cold and wet? Does it balance C1’s claim to be rescued from drowning? Again, 

it does not. And so on for all of the remaining people on Rock D. None has a claim that 

balances C1’s. So C1’s claim ‘wins’. So you should go to Rock C. 

 

This balancing method explains how classical deontologists take themselves to be able to reject 

letting the numbers count in cases like TV Engineer and The Repugnant Conclusion, while still 

allowing that the numbers do count in some cases. Cases like TV Engineer and The Repugnant 

Conclusion are cases in which there is no balancing or cancelling out. They are just like 

Drowning 2. Similarly, consider the choice between short term investment and long-term 

investment. Consider: 

 

Short or Long: If you make a short-term investment (e.g. buy mosquito nets), you increase 

expected value by a lot for each of a comparatively small number of people, M1 to Mn. If 

you make a long-term investment (e.g. asteroid shield), you increase expected value by a 

tiny amount for each of a very much larger number of people T1 to Tn. You can do either 

but not both. What should you do? 

 

The balancing method tells you to make the short-term investment. To see this, consider any 

one of the people, M1 to Mn, say Mi. A short-term investment will generate a lot of expected 

value, EV(Mi), for this person. It will do so because it generates a high probability of a high value 

outcome; it will almost certainly save the life of Mi. Now consider any one of T1 to Tn, say Ti. 

Would a long-term investment create an amount of expected value, EV(Ti), for this person that 



would balance the expected value, EV(Mi), created by a short-term investmenti? It would not. 

This is because, even if the long-term investment would generate a high value for Ti by bringing 

them into existence, the probability that it would do so is small: it is unlikely that investing in an 

asteroid shield now would actually deflect some future extinction-level asteroid. Somewhat – but 

not much - more precisely: for any individual, Ti, drawn from the set of individuals, T1 to Tn, 

who would benefit from long-term investment, there is some individual Mi, drawn from the set 

of individuals, M1 to Mn, who would benefit from short-term investment, such that EV(Mi) is 

significantly greater than EV(Ti). This means that there is no individual in T1 to Tn with a claim 

that balances and cancels the claim of Mi. So Mi’s claim ‘wins’. So you should buy the mosquito 

nets.2 There is much that could be said about this model and others like it that we do not address 

here.3 

 
2 In order for two people’s claims to balance, they need not be exactly matched. Losing a leg for 
one person may be worse than losing an arm for another, but they may nonetheless be similar 
enough that the two claims balance. The claims balance, as Scanlon puts it, when they are of 
similar levels of moral seriousness, where being on a similar level has a degree of latitude. What 
matters for our purposes – and for the purposes of the classical deontologist – is that very low 
welfare outcomes are not on the same level as very high welfare outcomes. These do not balance.  
3 We do not, for example, discuss the controversial issue of how balancing models should deal 
with ‘irrelevant utilities’. An alternative model in a similar spirit – and one that is explicitly set-up 
to deal with the issue of irrelevant utilities - is provided by Alex Voorhoeve (2015). Voorhoeve – 
motivated by both intuitions about cases and the importance of the individual as opposed to the 
aggregate as an object of moral concern – presents the following model for adjudicating between 
claims in which claimants vary in both their number and the stakes for each.  

1. Each individual whose well-being is at stake has a claim on you to be helped. (An 
individual for whom nothing is at stake does not have a claim.) 

2. Individuals’ claims compete just in case they cannot be jointly satisfied.  
3. An individual’s claim is stronger: 

a) the more her well-being would be increased by being aided; and 
b) the lower the level of well-being from which this increase would take place.  

4. A claim is relevant if and only if it is sufficiently strong relative to the strongest 
competing claim.  

5. You should choose an alternative that satisfies the greatest sum of strength-weighted, 
relevant claims.  

This model is also designed to deliver the result that we should choose High-Stakes, Low 
Number outcomes over Low-Per-Person-Stakes, High Number outcomes. To see this in action, 
consider its application to the choice between long-term and orthodox short-term investment 
strategies. Proposition 1 tells us that each individual whose well-being is at stake has a claim on 
you to be helped. To simplify, let’s just suppose that this includes only those present individuals 
who would be benefitted by an orthodox, short-term investment and – for example, those who 
could be aided by the purchase of mosquito nets – and those billions and trillions of future 
people who would exist only if we made a long-term investment. Let’s suppose that these claims 
cannot both be satisfied – so Proposition 2 is met. Proposition 3 provides a way of ascertaining 
the strength of the claims of each individual. As it stands, however, it does not quite do what we 
need. It tells us how to adjudicate between those claims on the assumption that we know how 
much their welfare levels would be altered and from what baseline. But when it comes to long-



A Longtermist Response? 

 

MacAskill and Greaves consider – albeit briefly – the kind of response that we have developed 

above. They write: 

 

“On a non-aggregationist view, comparatively small ex ante benefits to individuals are not 

relevant to determining what one ought to do, even if the benefits apply to an enormous 

number of people (Scanlon 1998:235; Frick 2015; Voorhoeve 2014).” 

 

This is a version of our claim that classic deontologists think one ought to choose High-Per-

Person-Stakes, Low Number outcomes over Low-Per-Person-Stakes, High Number outcomes. 

MacAskill and Greaves claim this fails. It fails because if it were correct it would prove too 

much. They argue for it as follows: 

 

“Consider a Briton, during WWII, deciding whether to fight; or someone debating 

whether to vote in their country’s general election; or someone deciding whether to join an 

important political protest; or someone deciding whether to reduce their carbon footprint. 

In each case, the ex ante benefits to any particular other person are tiny. But in at least 

some such cases, it’s clear that the agent is required to undertake the relevant action, and 

the most natural explanation of why is because the axiological stakes are so high.”  

 

We think this misses the mark in an interesting way. The examples that MacAskill and Greaves 

consider – a soldier fighting in a war, joining a political protest or reducing one’s climate 

 
term investments, we must factor in uncertainty. So we should think in terms of expected welfare. 
We should ask (focusing just on Proposition 3a for simplicity) how much claimants expected well-
being would be increased by being aided. For short-term investments this is very high. The 
expected well-being increase for each person for whom we buy a mosquito net is very large 
indeed. For long-term investments it is very low. This is because the likelihood that the long-
term investment would ‘come off’ is very, very low. Proposition 4 tells us how to compare the 
overall claim of these individual claims given their differing strengths. It tells us that if we are 
comparing high-stakes claims against low-stakes claims, then low-stakes claims are irrelevant to 
ascertaining the overall claim; if high-stakes claims are in play, then their sum entirely determines 
the strength of the overall claim and low-stakes claims make no contribution whatsoever to the 
overall claim. So, applying this to the case at hand, the claims of those who would benefit from 
long-term investments are irrelevant. They are irrelevant because they are Low-Per-Person-
Stakes, whereas the claims of those who would benefit from orthodox, short-term investments 
(e.g. buying mosquito nets) are High-Per-Person-Stakes. So the orthodox, short-term investment 
has the stronger overall claim and so should be chosen. 
 



footprint – are all cases in which someone acts as they ought by making a human-sized 

contribution to a much bigger, ‘high stakes’, venture, for example victory in the War, enacting 

major political change, or mitigating the worst effects of global warming. Importantly though, 

these high stakes ventures are all high stakes for some individual people. Consider, for example, the 

war. Stopping the war mattered a great deal for those people who were liberated from the 

concentration camps. Protesting political injustice in present day Myanmar will matter a great 

deal for those people who are living under tyranny. Mitigating global warming will matter a great 

deal to those people in the low-lying Pacific Islands whose livelihoods – and lives - depend on it. 

This is important. The high stakes ventures are not high stakes merely because a lot of people 

will be affected by them. To see the contrast, consider the following case in which you are asked 

to risk your life by joining a war that has the aim of furthering some outcome that is high stakes 

merely because it will affect a very large number of people, though the stakes are not large for 

any one of them: 

 

A Strange War: You are considering whether to join up, to risk your life as a soldier. The 

cause is very high stakes indeed. You are fighting to ensure that nobody will ever suffer 

from a mild headache again. If you fight, you may have to be prepared to sacrifice your 

own life (and to take the lives of others). 

 

Are you required to join up in this case? There is an obvious question mark over this (in fact, we 

are inclined to think you are required to not join up). Why not? The issue is that while the stakes 

are high, the distribution is of a Low-Per-Person, High Number variety. That’s why it is far from 

obvious whether you are required to join up in this case. 

 

What does this mean? It means that the examples used by MacAskill and Greaves do not show 

what is intended. The fact that one ought to contribute to realising outcomes that are both high-

stakes and high stakes for some individual people (such as fighting in WWII), does not entail that one 

ought to contribute to realising all outcomes that are high-stakes. Specifically, it does not entail 

that one ought to contribute to realising outcomes that are high-stakes merely in a Low-Per-

Person, High Number sense. This minimal reading can be strengthened. It is telling that the 

examples MacAskill and Greaves provide (such as fighting in WWII) are both high-stakes and 

high stakes for some individual people. These are precisely the kinds of high stakes venture that we 

ordinarily do think one ought to contribute to. It would be a much, much harder sell – and not 

at all intuitive for an ideological neutral reader - to claim that one ought to contribute to high 



stakes ventures if the examples provided were, like A Strange War, of a Low-Per-Person, High 

Number variety. 

 

Objections 

 

We now briefly consider several further worries, each of which is an attempt to show that insofar 

as deontologists reject the Stakes Sensitivity Argument, they are being unreasonable. Before we 

do so, it is worth making a brief methodological point. Seemingly unreasonable consequences 

are, to a certain extent, everyone’s problem. For example, longtermist views seem to support the 

view that we ought to let presently living people suffer terribly and die when we could save them 

cheaply, because we should instead invest in an asteroid shield that is by everyone’s lights, 

unlikely to succeed. We don’t think this means that they are false. Similarly, the fact that 

deontological views of the kind we have defended will have seemingly unreasonable 

consequences is probably par for the course too. It doesn’t mean we should reject them either. If 

we are to end up with any ethical theory at all, we’re going to have to swallow some unpalatable 

results. That said, we now explain how deontologists should respond to some of the more 

obvious charges. 

 

- First objection. If the discrepancy between the expected value of short and long term 

outcomes respectively is big enough – as it may be – doesn’t this over-ride the general 

deontological bias toward realising High-Per-Person-Stakes, Low Number outcomes? 

 

Return to the case of the TV Engineer. Classical deontologists do not think it matters how many 

people are watching the World Cup final. You still shouldn’t electrocute the engineer. Or rather, 

they don’t think it matters deontically. Of course, they allow that it matters axiologically. Their 

claim is simply that this axiological superiority doesn’t translate into deontic properties unless the 

welfare is distributed in the right way. Of course, some consequentialists will think this 

wrongheaded. They will think that if the stakes are high enough, this really ought to be of 

axiological significance. This is a fundamental difference. Indeed it is a long-standing, fairly 

fundamental difference between consequentialists and deontologists (and, for what it’s worth, a 

close analogue of it is a long-standing difference between different varieties of consequentialism). 

We shall not attempt to settle it here. 

 



- Second objection. Doesn’t the deontological, anti-longtermist view effectively mean that we 

should never care about the future rather than the present? And isn’t this a reductio on it? 

 

We concede that if it did have this implication, the deontological view would be unreasonable 

and should be rejected. But it doesn’t have this implication. The deontological, anti-longtermist 

view is perfectly consistent with caring about the future and with choosing investment strategies 

that benefit future people rather than present people. It just puts some constraints on this. 

Consider the following choice: 

 

You are an investor. You can choose Strategy A or Strategy B. Strategy A will result in 

outcome A in which people alive today are benefitted by a small amount. Strategy B will 

result in outcome B the same number of people, but living in the near future, are 

benefitted by a far greater amount. 

 

The deontological view will recommend Strategy B provided that the discount applied to any 

person in Strategy B is small enough – which it likely will be provided that the future they live in 

is near enough – that it not outweigh the greater increase in welfare for those at B over those at 

A. Deontologists can care about the future. It is simply that future welfare will be somewhat 

discounted. It effectively means that there will be a bias toward the present. But, as deontologists 

see it, that’s fine. In fact, that’s exactly how things should be (unless, of course, present people 

care more about the future, or something in the future, than they do about present).  

 

- Third Objection. Doesn’t the balancing view – and others like it – lead to violations of 

transitivity? 

 

This depends on the details of the balancing model. But basically, yes. It is possible that the 

balancing model, and other models like it, will lead to violations of transitivity. Some do. 

Importantly though, the violations will not be violations of the transitivity of axiological 

properties, such as the property of being all things considered better than (though some, notably 

Temkin (2012), do countenance this). They will only be violations of the transitivity of deontic 

properties, such as the property of what one ought to do. And here, it is much less obvious that 

the relevant properties are transitive. In fact, there are much discussed examples of seeming 

violations of the transitivity of deontic properties; cases in which transitivity is violated 

depending on the menu of courses of action available (Temkin 2012, Ch.7). 



 

Conclusion 

 

Longtermism has its roots in the consequentialist tradition. MacAskill and Greaves have argued 

that it should also appeal to right-thinking deontologists too. This is because of how much is at 

stake. This is an ambitious argument. It promises to unify two divergent traditions in the name 

of the long-term future of the human race. We have explained why we do not think it succeeds. 

Deontologists would not accept the Stakes Sensitivity Argument, and they would not be 

longtermists. They would typically prefer more orthodox, shorter-term investment strategies; 

mosquito nets, not asteroid shields. This is because of core features of their view. 
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